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Christoph F. Eick

Lab3 
COSC 6340 (Data Management) in Spring 2005
Implementing a Data Mining Technique / Develop a Tool

On the Top of a Relational Data Mining Database
Preliminary Draft

Last updated: April 22, 2005

Topic-Selection Date: Mo., April 4, 9a (send e-mail to Dr. Eick)

Due date: Saturday, April 23, 11p; reports that are received before Mo., April 25, 11a receive a 2% penalty; reports received after Mo., April 25, 11a will not be graded. Student that gave Lab2 presentations can submit their report 24 hours later.
Remark: this is an evolving document; this is an individual project (each student must develop his/her own solution; collaborating with other students is not allowed!)

The goal of the Lab3 project is to implement a data mining technique on the top of the relational database you designed in Lab2. It is okay to use algorithms and tools that have been developed by others
 as part of your software system. Choose one of the following tasks for Lab3 no later than April 4, 9a:

1. Implement a representative-based clustering algorithm (e.g. K-Means or K-medoids) on the top of the relational database you designed in Lab2. Conduct experiments
 that analyze scalability and/or quality of clusters found of the clustering algorithm you implemented on the Modified Wyoming Poverty Dataset and on the Wyoming Household Income datasets
 and for the original Complex9 dataset
.

2. Choose a classification technique of your own liking (preferably decision trees
) and implement/integrate the classification technique with your relational data mining database. Conduct a set of experiments that apply the implemented classification system to two UCI classification datasets of your own liking.

3. Implement the APRIORI algorithm (or a variation of it) on the top of the relational database you designed in Lab2. Design and conduct and an experiment that analyzes the performance of the algorithm you developed on 2 datasets of your own liking.

Remark: This task is more open, it that you can choose many things on your own…

4. Develop a data mining algorithm that finds rule of the form (with x1, x2, y1, and y2 being constants) with respect to a class of interest C:

a. If x1<x<x2 then probability of C is unusually high

b. If y1<y<y2 then probability of C is unusually high

c. If x1<x<x2 and y1<y<y2 then probability of C is unusually high

d. If x1<x<x2 then probability of C is unusually low
e. If y1<y<y2 then probability of C is unusually low
f. If x1<x<x2 and y1<y<y2 then probability of C is unusually low

Give a clear description of the rule mining algorithm you developed and of the measure of interestingness your algorithm employs. Also run your algorithm on the original and modified Wyoming Poverty Status datasets using the class ‘under poverty level’ as your class of interest and report and analyze the results. 

      Remark: this project is more “research oriented in that you have to come up with a “new” 

      algorithm of your own.,

5. Implement a nearest neighbor classifier tool on the top of the relational database you developed that has the following capabilities:

a.  It implements a 3-nearest-neighbor classifier

b.  It support to determine the accuracy of a nearest neighbor classifier for a given  

             training-set/test-set pair

Also perform experiments that evaluate the accuracy of the 3-nearest neighbor classifier for the 5 Wyoming datasets. Report and analyze the experimental results in your report.
Remarks: It is important that your system’s capabilities have to be developed on the top of the relational database; that is, a tool/technique reads a dataset from the relational database, applies the chosen data mining technique to it, and stores the data mining results in the relational database. Prepare a small demo of your system that illustrates the running of the chosen data mining technique and which also illustrates how data mining results are written back to the database. In Lab3, you have a high degree of freedom
 in choosing subtopics. Feel free to talk to Dr. Eick, if you have doubts if a subtopic, you like to pursue in Lab3, lies within the scope of this specification. Moreover, feel to modify the design of your Lab2 database to support capabilities that are needed for Lab3.

Deliverables: Write a report (3-6 single spaced pages not counting appendices) that discusses what technique you chose and how it was implemented and summarizes and interprets the results of the experiments you conducted.





























































































� As long as they are properly referenced!


� Limit the number of clusters to k=5, k=9, and k=17 in the experiments.


� (� HYPERLINK "http://www2.cs.uh.edu/~kwee/research/datasets/index.htm" ��http://www2.cs.u.h.edu/~kwee/researcdh/datasets/index.htm�)


� � HYPERLINK "http://www2.cs.uh.edu/~sujingwa/RA/datasets/" ��http://www2.cs.uh.edu/~sujingwa/RA/datasets/� --- feel free to use the noise added Complex9 variations, if helpful for the project. � HYPERLINK "http://www2.cs.uh.edu/~kwee/research/datasets/index.htm" ��http://www2.cs.u.h.edu/~kwee/researcdh/datasets/index.htm�)


� � HYPERLINK "http://www2.cs.uh.edu/~sujingwa/RA/datasets/" ��http://www2.cs.uh.edu/~sujingwa/RA/datasets/�


� If you like to use a classification techniques, different from decision trees, please discuss this matter with Dr. Eick


� Optional rule format, it is okay if your data mining algorithm does not support this kind of rule.


� Optional rule format, it is okay if your data mining algorithm does not support this kind of rule.


� Especially if you selected Topics 2 or 3 or 4!
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