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The exam is “open books” and you have 75 minutes to complete the exam. The exam is slightly too long; I expect you to complete 90% of the problems in the available time.

1) DATA MODELLING USING THE E/R-Model [20]

Design an Entity-Relationship Diagram that models the following  objects in a university 

application: students, instructors, professors, sections, classes. Students are subdivided into graduates and undergraduates, and classes (sections) are subdivided into graduate classes and undergraduate classes. Students are enrolled in sections of classes; instructors, who can be graduate students or professors teach sections of courses; each graduate student has exactly one advisor, who must be a professor. Each section of an undergraduate class has a teaching assistant, who has to be a graduate student. Graduate classes have to be taught by professors, whereas undergraduate classes can be taught by graduate students. Sections have a unique section-number and classes have a unique name.  Students and professors have a name and a unique ssn; students additionally have a major and a gpa. 

Indicate the cardinalities for each relationship type; assign roles (role names) to each relationship if there are ambiguities! Use sub-types, if helpful to express constraints!



2) B+ Trees [18]

a) Design a B+-tree to store an index assuming

· That the block size is 4K (4098 Byte) and one tree node is stored in one block

· That B+-tree node pointers are stored using 2 Byte

· That an index entry consists of a single key that takes 12 Bytes of storage and the index pointer that takes 4 Byte of storage

What order p and what parameter k (maximum number of entries in a leaf) would you choose? [5]

p*2 + (p-1)*12  ≤  4098  => p = 293

k = 4098/(4+12) => k  = 256

b) Based on your answer to question a, how many index entries does a B+-tree of height 3 store at an average (hint: assume that each node of you B+-tree is 2/3 full, and compute the number of entries based on those assumptions). [5]

(p.2/3).(p.2/3).(k.2/3)

c) Assume that the following B+-tree with p=5 and k=3 is given. Furthermore, assume that the keys 1, 21, 22, 23, 39 are deleted in the indicated order. Show how the tree looks like after each deletion. [8]

 







Delete 1



Delete 21



Delete 22





Delete 23







Delete 39

3) HASHING & Index Structures [17]

a) Assume a relation student(name, age,…) is given  that contains 100000 tuples which are stored in 1000 blocks (100 tuples fit into one block) using heap file organization. Additionally, an index on the age attribute (which is an integer field) has been created that takes 200 blocks of storage. The index is implemented using static hashing, and you can assume that there are no overflow pages. 

How many block accesses does the best implementation of the following queries take (you can either use the index if helpful or not use the index)? Give reasons for your answers!

Q1) Give the age of all the students that are named “Liu” (assume that there are 100 Liu’s in the database) [2]

 1000 (will have to go sequentially through all the blocks, since the index is on age and not on the names)

Q2) Find all students of age 20 in the database (assume that there are 200

      students of that age in the database) [2]

1 + 200 (1 access for the index  + 200 accesses for the students, assuming that every student is on a different block).

     Q3) Find all students of age 30 in the database (assume that there are  

            3333 students that have this age) [2]

1000 without using index (better than 1+…+3333 if using index)

     Q4) Compute the average age of the students in the database (hint: this question is          

             tricky). [4]

200 (just go through the 200 index blocks to answer this query).

b) Compare using static hashing to implement index structures with using B+-trees to implement index structures. What are the advantages of each approach? [7]

B+ trees are better for range queries and are self organising (i.e. adapt gracefully to inserts and deletes)

Hashing is better (faster) for equality searches.

4) SQL and Relational Algebra [19]

All the following queries you have to write refer to the Sailor, Boat, Reserves relations of page 92 of the textbook.

a) Give two different relational algebra expressions that correctly implement the following query: “Give the names(s-name) of all sailors that reserved a green boat for 11/06/98.” [8]

Solution1:

Πsname [(Sailor ►◄ σday=11/06/98(Reserves)) ►◄ σcolor=green(Boats)]

            Solution2:

Πsname[σSailor.sid=Reserves.sid(Sailor X σday=11/06/98(Reserves))]

b) Write SQL-queries that satisfy the following information requirements:

B1) “Give the colors of all boats the sailor named ‘Andy’ has reservations for” [3]

Select B.color 

from Sailors S,Boats B,Reserves R

where (S.sname = 'Andy') And (R.bid = B.bid) And (S.sid = R.sid);

B2) “Compute the number of reservations that have been made for the boat named ‘Clipper’’” [3]


Select count(*) 

            from Boats B,Reserves R


where (B.bname = 'Clipper') And (B.bid = R.bid);

B3) “Give name, and sid (sailor#) for all sailors that have reservations for at least one blue boat and for at least one red boat” [5]

Select S.sname, S.sid 

from Sailors S, Boats B1,Reserves R1, Boats B2,Reserves R2

where S.sid = R1.sid And R1.bid = B1.bid

And S.sid = R2.sid And R2.bid = B2.bid

And B1.color = 'blue' And B2.color = 'red'

5) Questions concerning Disks and Files [10]

a) What is the most important difference between a disk and a tape? [2]

b) What are the key ideas of RAID technology (if compared to ordinary disks). Limit your answer to 2-5 sentences! [3]

c) Most buffer manager use pin-counters. What is their purpose? [2] 

d) When does a buffer manager write a page to disk? [3]

(a) Tape - sequential access

      Disk - direct access to a desired location

(b) RAID - disk arrays that implement a combination of data striping and redundancy.

Data striping distributes data over several disks to give the impression of a single, very fast disk. Redundancy is for the case of disk failure, redundant information can be used to reconstruct data (reliability).

(c) Pin counter (for every frame) keeps track of the number  of current users of the page in that frame.

(d)  When a page is requested from the disk, to make space for it, a page (from the buffer or memory) whose dirty bit is set to written to the disk; moreover, the database systems might explicitly require that a page is written to disk (e.g. for recovery purposes).
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