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Announcements	  

•  HW5	  due	  this	  week	  
•  HW	  deadlines	  
•  Exam1	  prac)ce	  problems	  later	  today	  



Today’s	  Topics	  

•  HW5	  discussions	  
•  Transport	  Protocol	  

– TCP	  Friendliness	  
– GeOng	  help	  from	  the	  network	  



Slow	  Start	  

From	  [Jacobson88]	  



Tahoe	  RTT	  Es)ma)on	  
3 ADAPTING TO THE PATH: CONGESTION AVOIDANCE 8

Figure 6: Performance of a Mean+Variance retransmit timer
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Same data as above but the solid line shows a retransmit timer computed according to the
algorithm in appendix A.

To finesse a proof, note that a network is, to a very good approximation, a linear system.
That is, it is composed of elements that behave like linear operators — integrators, delays,
gain stages, etc. Linear system theory says that if a system is stable, the stability is expo-
nential. This suggests that an unstable system (a network subject to random load shocks
and prone to congestive collapse5) can be stabilized by adding some exponential damping
(exponential timer backoff) to its primary excitation (senders, traffic sources).

3 Adapting to the path: congestion avoidance

If the timers are in good shape, it is possible to state with some confidence that a timeout in-
dicates a lost packet and not a broken timer. At this point, something can be done about (3).
Packets get lost for two reasons: they are damaged in transit, or the network is congested
and somewhere on the path there was insufficient buffer capacity. On most network paths,
loss due to damage is rare (!1%) so it is probable that a packet loss is due to congestion in
the network.6

showing that no collision backoff slower than an exponential will guarantee stability on an Ethernet. Unfortu-
nately, with an infinite user population even exponential backoff won’t guarantee stability (although it ‘almost’
does—see [1]). Fortunately, we don’t (yet) have to deal with an infinite user population.

5The phrase congestion collapse (describing a positive feedback instability due to poor retransmit timers) is
again the coinage of John Nagle, this time from [23].

6Because a packet loss empties the window, the throughput of any window flow control protocol is quite
sensitive to damage loss. For an RFC793 standard TCP running with window w (where w is at most the
bandwidth-delay product), a loss probability of p degrades throughput by a factor of (1+2pw)−1. E.g., a 1%
damage loss rate on an Arpanet path (8 packet window) degrades TCP throughput by 14%.
The congestion control scheme we propose is insensitive to damage loss until the loss rate is on the order of

the window equilibration length (the number of packets it takes the window to regain its original size after a
loss). If the pre-loss size is w, equilibration takes roughly w2/3 packets so, for the Arpanet, the loss sensitivity



Fast	  Recovery	  and	  Fast	  Retransmit	  

Time	  

cwnd	  

Slow	  Start	  
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TCP	  Friendliness	  
•  Can	  other	  protocols	  co-‐exist	  with	  TCP?	  

– E.g.,	  if	  you	  want	  to	  write	  a	  video	  streaming	  
app	  using	  UDP,	  how	  to	  do	  conges)on	  
control?	  
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TCP	  Friendliness	  

•  Can	  other	  protocols	  co-‐exist	  with	  TCP?	  
– E.g.,	  if	  you	  want	  to	  write	  a	  video	  streaming	  app	  
using	  UDP,	  how	  to	  do	  conges)on	  control?	  

•  Equa)on-‐based	  Conges)on	  Control	  
–  Instead	  of	  implemen)ng	  TCP’s	  CC,	  es)mate	  the	  
rate	  at	  which	  TCP	  would	  send.	  Func)on	  of	  what?	  

– RTT,	  MSS,	  Loss	  

•  Measure	  RTT,	  Loss,	  send	  at	  that	  rate!	  



TCP	  Throughput	  
•  Assume	  a	  TCP	  connec)on	  of	  window	  W,	  round-‐trip	  
)me	  of	  RTT,	  segment	  size	  MSS	  
–  Sending	  Rate	  S	  =	  W	  x	  MSS	  /	  RTT	  (1)	  

•  Drop:	  W	  =	  W/2	  
–  grows	  by	  MSS	  W/2	  RTTs,	  un)l	  another	  drop	  at	  W	  ≈	  W	  

•  Average	  window	  then	  0.75xS	  
–  	  From	  (1),	  S	  =	  0.75	  W	  MSS	  /	  RTT	  (2)	  

•  Loss	  rate	  is	  1	  in	  number	  of	  packets	  between	  losses:	  
–  Loss	  =	  1	  /	  (	  1	  +	  (W/2	  +	  W/2+1	  +	  W/2	  +	  2	  	  +	  …	  +	  W)	  
	  =	  1	  /	  (3/8	  W2)	  (3)	  



TCP	  Throughput	  (cont)	  
– Loss	  =	  8/(3W2)	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  (4)	  

–  	  Subs)tu)ng	  (4)	  in	  (2),	  S	  =	  0.75	  W	  MSS	  /	  RTT	  ,	  	  

Throughput	  ≈	  	  	  	  
€ 

⇒W =
8

3⋅ Loss

€ 

€ 

1.22 × MSS
RTT⋅ Loss

•  Equation-based rate control can be TCP friendly and have 
better properties, e.g., small jitter, fast ramp-up… 



[Mathis	  et	  al.	  97]	  



What	  Happens	  When	  Link	  is	  Lossy?	  

•  Throughput	  ≈	  1	  /	  sqrt(Loss)	  
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What	  can	  we	  do	  about	  it?	  
•  Two	  types	  of	  losses:	  conges)on	  and	  
corrup)on	  

•  One	  op)on:	  mask	  corrup)on	  losses	  from	  TCP	  
–  Retransmissions	  at	  the	  link	  layer	  
–  E.g.	  Snoop	  TCP:	  intercept	  duplicate	  
acknowledgments,	  retransmit	  locally,	  filter	  them	  
from	  the	  sender	  

•  Another	  op)on:	  
–  Tell	  the	  sender	  about	  the	  cause	  for	  the	  drop	  
–  Requires	  modifica)on	  to	  the	  TCP	  endpoints	  



Conges)on	  Avoidance	  
•  TCP	  creates	  conges)on	  to	  then	  back	  off	  

– Queues	  at	  bolleneck	  link	  are	  omen	  full:	  increased	  
delay	  

– Sawtooth	  palern:	  jiler	  
•  Alterna)ve	  strategy	  

– Predict	  when	  conges)on	  is	  about	  to	  happen	  
– Reduce	  rate	  early	  

•  Two	  approaches	  
– Host	  centric:	  TCP	  Vegas	  
– Router-‐centric:	  RED,	  DECBit	  



TCP	  Vegas	  
•  Idea:	  source	  watches	  for	  sign	  that	  router’s	  queue	  is	  building	  up	  

(e.g.,	  sending	  rate	  flalens)	  

TCP Vegas

Idea: source watches for some sign that router’s queue is building up
and congestion will happen—E.g., RTT grows or sending rate flattens.
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TCP	  Vegas	  
•  Compare	  Actual	  Rate	  (A)	  with	  Expected	  Rate	  (E)	  

–  If	  E-‐A	  >	  β,	  decrease	  cwnd	  linearly	  :	  A	  isn’t	  responding	  
–  If	  E-‐A	  <	  α,	  increase	  cwnd	  linearly	  :	  Room	  for	  A	  to	  grow	  

6.4 Congestion-Avoidance Mechanisms 491
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Figure 6.19 Trace of TCP Vegas congestion-avoidance mechanism. Top, congestion
window; bottom, expected (colored line) and actual (black line) throughput. The shaded
area is the region between the α and β thresholds.

Evaluating a New

Congestion-Control

Mechanism

Suppose you develop a new

congestion-control mechanism and

want to evaluate its performance.

For example, you might want to

compare it to the current mech-

anism running on the Internet.

How do you go about measuring

and evaluating your mechanism?

Although at one time the Internet’s

primary purpose in life was to sup-

port networking research, today

it is a large production network

to be occupying at least three extra buffers

in the network and β as specifying that the

connection should occupy no more than six

extra buffers in the network. In practice, a

setting of α to one buffer and β to three

buffers works well.

Finally, you will notice that TCP Ve-

gas decreases the congestion window lin-

early, seemingly in conflict with the rule that

multiplicative decrease is needed to ensure

stability. The explanation is that TCP Ve-

gas does use multiplicative decrease when a

timeout occurs; the linear decrease just de-

scribed is an early decrease in the conges-

tion window that, hopefully, happens before

congestion occurs and packets start being

dropped.



Vegas	  

•  Shorter	  router	  queues	  
•  Lower	  jiler	  
•  Problem:	  

– Doesn’t	  compete	  well	  with	  Reno.	  Why?	  
– Reacts	  earlier,	  Reno	  is	  more	  aggressive,	  ends	  up	  
with	  higher	  bandwidth…	  



Help	  from	  the	  network	  
•  What	  if	  routers	  could	  tell	  TCP	  that	  conges)on	  
is	  happening?	  
–  Conges)on	  causes	  queues	  to	  grow:	  rate	  
mismatch	  

•  TCP	  responds	  to	  drops	  
•  Idea:	  Random	  Early	  Drop	  (RED)	  

–  Rather	  than	  wait	  for	  queue	  to	  become	  full,	  drop	  
packet	  with	  some	  probability	  that	  increases	  with	  
queue	  length	  

–  TCP	  will	  react	  by	  reducing	  cwnd	  
–  Could	  also	  mark	  instead	  of	  dropping:	  ECN	  



RED	  Details	  
•  Compute	  average	  queue	  length	  (EWMA)	  

– Don’t	  want	  to	  react	  to	  very	  quick	  fluctua)ons	  AvgLen

Queue length

Instantaneous

Average

Time

• Smooths out AvgLen over time
- Don’t want to react to instantaneous fluctuations



RED	  Drop	  Probability	  
•  Define	  two	  thresholds:	  MinThresh,	  MaxThresh	  
•  Drop	  probability:	  

RED Details (cont)

• Computing probability P
- TempP = MaxP · (AvgLen�MinThreshold)/(MaxThreshold�

MinThreshold)

- P = TempP/(1� count · TempP)

• Drop Probability Curve:
P(drop)

1.0

MaxP

MinThresh MaxThresh

AvgLen

•  Improvements to spread drops (see 
book) 



RED	  Advantages	  
•  Probability	  of	  dropping	  a	  packet	  of	  a	  
par)cular	  flow	  is	  roughly	  propor)onal	  to	  the	  
share	  of	  the	  bandwidth	  that	  flow	  is	  currently	  
geOng	  

•  Higher	  network	  u)liza)on	  with	  low	  delays	  
•  Average	  queue	  length	  small,	  but	  can	  absorb	  
bursts	  

•  ECN	  
–  Similar	  to	  RED,	  but	  router	  sets	  bit	  in	  the	  packet	  
– Must	  be	  supported	  by	  both	  ends	  
– Avoids	  retransmissions	  op)onally	  dropped	  
packets	  



More	  help	  from	  the	  network	  
•  Problem:	  s)ll	  vulnerable	  to	  malicious	  flows!	  

–  RED	  will	  drop	  packets	  from	  large	  flows	  
preferen)ally,	  but	  they	  don’t	  have	  to	  respond	  
appropriately	  

•  Idea:	  Mul)ple	  Queues	  (one	  per	  flow)	  
–  Serve	  queues	  in	  Round-‐Robin	  
– Nagle	  (1987)	  
– Good:	  protects	  against	  misbehaving	  flows	  
– Disadvantage?	  
–  Flows	  with	  larger	  packets	  get	  higher	  bandwidth	  
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