Analysis of correlation between pediatric asthma exacerbation and exposure to pollutant mixtures with association rule mining

Giulia Toti a,⇑, Ricardo Vilalta a, Peggy Lindner d, Barry Lefer b, c, Charles Macias e, Daniel Price d

⇑ Department of Computer Science, University of Houston, Philip Guthrie Hoffman Hall, 3551 Cullen Blvd., Room 501, Houston, TX 77204-3010, USA
b Department of Earth and Atmospheric Sciences, University of Houston, Science & Research Building 1, 3507 Cullen Blvd, Room 312, Houston, TX 77204-5007, USA
c Honors College, University of Houston, M.D Anderson Library, 4333 University Dr, Room 212, Houston, TX 77204–2001, USA
d Department of Pediatrics, Baylor College of Medicine/Texas Children’s Hospital, One Baylor Plaza, Houston, TX 77030, USA

ABSTRACT

Objectives: Traditional studies on effects of outdoor pollution on asthma have been criticized for questionable statistical validity and inefficacy in exploring the effects of multiple air pollutants, alone and in combination. Association rule mining (ARM), a method easily interpretable and suitable for the analysis of the effects of multiple exposures, could be of use, but the traditional interest metrics of support and confidence need to be substituted with metrics that focus on risk variations caused by different exposures. Methods: We present an ARM-based methodology that produces rules associated with relevant odds ratios and limits the number of final rules even at very low support levels (0.5%), thanks to post-pruning criteria that limit rule redundancy and control for statistical significance. The methodology has been applied to a case-crossover study to explore the effects of multiple air pollutants on risk of asthma in pediatric subjects. Results: We identified 27 rules with interesting odds ratio among more than 10,000 having the required support. The only rule including only one chemical is exposure to ozone on the previous day of the reported asthma attack (OR = 1.14). 26 combinatory rules highlight the limitations of air quality policies based on single pollutant thresholds and suggest that exposure to mixtures of chemicals is more harmful, with odds ratio as high as 1.54 (associated with the combination day0 SO2, day0 NO, day0 NO2, day1 PM). Conclusions: The proposed method can be used to analyze risk variations caused by single and multiple exposures. The method is reliable and requires fewer assumptions on the data than parametric approaches. Rules including more than one pollutant highlight interactions that deserve further investigation, while helping to limit the search field.

© 2016 Elsevier B.V. All rights reserved.

1. Background and objectives

The adverse impact of air pollution on health is well established, and estimates of total mortality and of connections to individual disease suggest that even relatively low levels may impose substantial health burdens [1]. Exposure to pollutants has been linked to numerous health outcomes, including both the inception and triggering of asthma in children. Asthma is a chronic respiratory disease that is responsible for thousands of deaths every year in the U.S. and affects 1 in every 12 people [2]. Children are the most vulnerable to asthma because of their developing, narrower airways. They also inhale more air per pound of body weight than adults, which causes them to inhale, in proportion, a higher quantity of pollutants [3]. Available literature tends to agree on the existence of a positive correlation between asthma and outdoor pollutants, concerning both incidence and cases of exacerbation [4–7]. The assessment of the impact of the single chemicals present in the air still poses a challenge, due to the difficulty in controlling and separating the exposures [8]. The six criteria pollutants (carbon monoxide, lead, nitrogen oxides, ground-level ozone, particulate matter, and sulfur oxides) have been extensively monitored and individually regulated since the Clean Air Act of 1970. Currently, the US Environmental Protection Agency (EPA) issues air quality...
warnings based on predicted high levels of any one of the pollutants [9]. Unfortunately, these warnings fail to account for potential com-
binatory effects of the chemicals, which may result in decreased effectiveness and unclear action plans for asthmatics.

There are multiple reasons for favoring the analysis of the effects of mixtures over single pollutants. First of all, because single chemicals have different effects on the respiratory and circula-
tory systems [5], it is reasonable to suspect that the action of a pollutant could be more harmful if another chemical has already weakened a sensitive part of the organism. This synergic action has already been observed in studies on combinatory effects of pollutants and aeroallergens [50,51]. Second, the chemicals in the atmosphere manifest high correlation between each other, with seasonal weather patterns, and with other seasonal or mete-
orological causes, such as humidity or pollen. An analysis with standard statistical approaches, such as logistic regression, would be inadequate to identify the effects of single pollutants on the risk of asthma exacerbation, because of well-known problems in handling highly correlated variables. Furthermore, controlling for single pollutants, as for current EPA standard, may not be partic-
ularly useful if chemicals are always present in the atmosphere as a mixture. The environmental health community, including reg-
ulators, epidemiologists, and health practitioners, encourages the development of new paradigms to explore the diverse contribu-
tions of multiple air pollutants to health outcomes [10].

Relative strengths and weaknesses of different methodological approaches must be assessed for any new multi-pollutant paradigm to develop, although it is unlikely that a single approach will fit all the needs of the community of researchers. Several meth-
ods have been explored, and while concerns have been expressed about the effectiveness of traditional epidemiological approaches [11], interest is rising around techniques from the field of data mining and knowledge discovery. In [12] the authors provided a review of various statistical methods used to evaluate the effects of combinations of chemicals. Logistic regression, the gold stan-
dard in epidemiological studies, is described as struggling with assumptions of linearity with the logarithm of the odds, pollu-
tants collinearity, difficulty of accounting for multiple interactions between pollutants, and measurement and sampling error [13–18].

Hierarchical Bayesian methods are cited as showing promise, since the approach allows for averaging over different models and retains the interpretability of traditional regression [19,20]. Other recent data mining approaches using sparse principal component analysis [21] and smoothing algorithms for the regressions may be able to provide an overall sense of which environmental variables are most responsible for asthma incidence and acute episodes. However, the existing approaches to the multi-pollutant problems remain poorly suited for isolating clinical and policy relevant effects of multi-
ple pollutants [12]. Classification and Regression Trees (CART) are another viable option, and an attempt to identify and character-
ize harmful mixtures of exposures with CART has been proposed by Gass et al. [42]. The authors use a Poisson generalized linear model to iteratively determine the exposure with the smallest p-value, and select it as split node. The main problem with this approach lays in the hierarchical structure typical of a classifica-
tion tree, which could potentially miss synergic actions between chemicals. CART would not recognize a dangerous mixture unless at least one of the included chemicals is identified to be harmful independently (nodes in a classification tree are selected in order, on bases such as changes in entropy in the resulting subgroups).

The authors also state that this method is susceptible to collinear-
ity, which could result in the selection of the exposure with the smallest measurement error, rather than the real causal exposure. The wrong selection of a node would affect all subsequent branches of the tree. Finally, approaches that allow for treating air pollu-
tion as a homogenized mixture, especially in the context of indoor exposures, have been developed [22], although skeptics can point to the growing risk of ecological fallacies, and of data massaging based on researcher bias, that emerge when the individual researchers are categorizing groupings of interest that rely on interpretation at the same time that they are preparing and analyzing the data.

In response to this context, our research team chose to inves-
tigate a variant of an association rule mining (ARM) algorithm. Compared to other methods, ARM has excellent interpretability, even for people who do not have data mining expertise. For this reason, ARM has found several applications in the medical domain, including research on chronic hepatitis, septic shock, heart disease, association deficit disorder, cancer prevention, and more [23–27].

Beside interpretability, other reasons make ARM a valid candi-
date for shedding more light on the difficult problem of correlation between asthma and outdoor pollution. First, the rules produced by this algorithm are capable of summarizing the impact of sev-
eral factors in combination in a non-hierarchical fashion. In other words, the risk produced by a mixture of chemicals is not modeled as the effect of a pollutant of interest worsened by the simultane-
ous presence of other substances, but rather as the total effect of the exposures. Such combinatory effects include both joint effects between pollutants (two or more chemicals acting simultaneously on the body to increase the overall chance of an asthma attack) and interactions (synergic action of two or more chemicals that causes more harm than the combined exposure to the single ele-
ments). Second, our modified version of association rule mining retains all original risk factors and allows for the analysis of their possible combinations, shifting the work of establishing statisti-
cal significance toward understanding which ones of the proposed rules are meaningful (previous research on ARM has produced a considerable variety of useful metrics that establish statistical sig-
nificance [43]). Finally, this approach limits unverifiable researcher presuppositions, such as hypothesis of cause-effect through time. This is an important improvement considering recent attacks on the possibility of meeting those conditions, even under the most carefully constructed randomized control trials. A mathematical method that does not rely on implicitly linear constructions of cause and effect should be preferred [28].

When applying well-known ARM algorithms, like Apriori [44], to extract new knowledge from data, one often has to face the limitations posed by the support-confidence framework. A detailed description of the meaning of support and confidence is offered in the Method section (2). For now, it is sufficient to know that this implies looking for frequent and strong associations in the data. In epidemiological studies, however, relevant associations may not be particularly strong or frequent (in a typical population, subjects with the condition of interest are outnumbered by healthy sub-
jects). If we want to employ ARM to extract knowledge from data in this scenario, we must allow it to search for less frequent associ-
atios, and then use other criteria to identify relevant ones in what will possibly be a very long list.

In our studies, we developed a new methodology for rules selec-
tion from epidemiological data, based on traditional association rule mining. In this paper, we present the resulting configuration, comprising an Apriori ARM implementation [44,45], two criteria to elimi-
nate non-statistically significant and redundant rules, and a training-testing strategy necessary to mine more interesting asso-
ciations while limiting noise. We then discuss the results obtained by applying the proposed methodology on a large dataset on pedi-
astric asthma cases and pollution levels in the greater Houston area. We find the results easy to interpret on a rule-by-rule basis, and the statistical techniques for building a set of rules into a model is appropriately insulated from problems of massaging categories to fit a model or unjustifiably smoothing underlying non-linear relations. Emerging patterns in the final set of rules could be fur-
ther explored with other techniques, considerably reducing the
search space. Although this method was designed within the scope of a multipollutant exposure analysis, it is suitable for other epidemiological studies involving multiple variables and requiring a non-parametric approach.

A detailed description of the data and of the rule mining process is reported in the Methods section. In the Result section we report the list of relevant rules produced by the algorithm when applied to the asthma and pollution study. Rules include one or multiple exposures. In the Discussion section, we will present our conclusions on the effects of air pollution on asthma incidence and how the modified ARM helped in this discovery. Our findings are summarized in the Conclusions section.

2. Methods

2.1. Data

For our research, we used data related to pediatric emergency department (ED) visits attributed to asthma collected by the Texas Emergency Department Asthma Surveillance (TEDAS), a network of four hospitals in the Houston area, which shared the data related to 20,959 pediatric ED visits from 01/01/02 to 31/12/12. The only patients excluded from the records were those also diagnosed with cardiovascular or pulmonary disease. The features of the database include demographics, insurance status, primary care provider, diagnosis and severity assessment performed by the admitting staff. Since patients were not provided with a unique identifier, it is not possible to isolate returning individuals.

The database was expanded following the design of a case-crossover study to include controls (days when patients did not experience an asthma attack and/or did not visit the ED). In a case-crossover study it is simpler to select a large and well representative sample population, because it is not required to divide the subjects in cohorts or to find appropriately matched controls. The design also allows using routinely collected data for studies at individual levels [29]. We made the assumption that no subject experienced severe asthma 1 and 2 weeks before, or 1 and 2 weeks after the date of the ED visit (Fig. 1). Therefore, for every subject we have four control days. The database size after expansions includes 104,795 events. Raun et al. [30] used a similar approach in their research for the Houston emergency medical service. This technique is robust against demographic confounders such as age or gender. Unfortunately, it still cannot fully account for potentially correlated transient patterns, such as the presence of pollen, non measured co-pollutants such as PM1.0, or weather.

Pollution levels were gathered from the Texas Commission on Environmental Quality (TCEQ) monitor network. Over the Houston area (TCEQ Region 12), a total of 103 monitors are available, including 6 for CO, 7 for SO2, 21 for NO and NO2, 42 for O3, and 6 for PM2.5 (particulate matter of diameter of 2.5 μm or smaller). The sensors of the TCEQ network record the level of pollutants every 5 min and at various locations over the city of Houston (Fig. 2). The raw data have been grouped according to date and hour and averaged into a single hourly value, in order to reduce noise due to possible measurement errors and sudden fluctuations in the chemical levels. In the next step, for every sensor and every pollutant, the maximum value recorded for each day has been annotated. The result of this operation was a complete database tracing the maximum level reached by every pollutant every day and at any available location during the desired period of time (01/01/02 to 31/12/12). A summary of the distribution of the six pollutants of interest over the Houston area from January 1st 2002 to December 31st 2012 is presented in Table 1.

![Fig. 1. Representation of dataset expansion following case-crossover study design. The assumption made is that a subject who visits the emergency department on a given day did not visit again 1 or 2 weeks before and after the event. A similar approach has been used by Raun et al. [30].](image)

### Table 1

Summary of the distribution of the six pollutants under analysis over the Houston area from January 1st 2002 to December 31st 2012.

<table>
<thead>
<tr>
<th>Pollutant</th>
<th>1st quart.</th>
<th>Median</th>
<th>Mean</th>
<th>3rd quart.</th>
<th>St. Dev.</th>
<th>CO (ppb)</th>
<th>SO2 (ppb)</th>
<th>NO (ppb)</th>
<th>NO2 (ppb)</th>
<th>O3 (ppb)</th>
<th>PM2.5 (µg/m³)</th>
</tr>
</thead>
<tbody>
<tr>
<td>1st quart.</td>
<td>297.61</td>
<td>1.36</td>
<td>2.11</td>
<td>9.21</td>
<td>33.70</td>
<td>14.07</td>
<td>14.07</td>
<td>24.50</td>
<td>12.09</td>
<td>24.77</td>
<td>22.09</td>
</tr>
<tr>
<td>Mean</td>
<td>612.15</td>
<td>6.67</td>
<td>21.59</td>
<td>19.69</td>
<td>47.78</td>
<td>21.20</td>
<td>21.20</td>
<td>31.20</td>
<td>12.09</td>
<td>31.20</td>
<td>29.20</td>
</tr>
<tr>
<td>3rd quart.</td>
<td>760.12</td>
<td>7.95</td>
<td>21.33</td>
<td>27.70</td>
<td>58.53</td>
<td>25.79</td>
<td>25.79</td>
<td>35.79</td>
<td>12.09</td>
<td>35.79</td>
<td>33.79</td>
</tr>
<tr>
<td>St. Dev.</td>
<td>522.23</td>
<td>9.60</td>
<td>42.11</td>
<td>13.33</td>
<td>20.12</td>
<td>12.09</td>
<td>12.09</td>
<td>20.12</td>
<td>12.09</td>
<td>20.12</td>
<td>12.09</td>
</tr>
</tbody>
</table>

In the dose effect literature, delayed actions of chemicals on the human body have been observed [30–32]. For this reason, the pollutant levels recorded on the same day of the event have been augmented by the levels recorded from 1 to 4 days before, for a total of 30 possible exposures per subject. ARM treats the exposures as separate events, initially, and then allows for analyses of the statistical significance of combined exposures. The strategy adopted for data collection and processing is one of the pillars of this project. A large patient dataset is available, with records collected over more than a decade. The study case-crossover design used to model the patients’ dataset is the best suited for transient exposures and health outcomes. Additionally, the spatial resolution obtained using the large number of sensors of the TCEQ network gives us a better estimate of the actual subject exposure in comparison with studies that used fewer monitors or a citywide average [33–35].

### 2.2. Analysis with association rule mining

Association rule mining was first introduced in [37]. Let $I = \{i_1, i_2, \ldots, i_n\}$ be a generic set of items. A subset of items $X \subseteq I$ is called an itemset. Tuples of the form $(r, X)$, including a transaction identifier $r$ and a set of items, are called transactions. All the transactions
available in the database under investigation are represented in form of a binary matrix \( D \). The rows of \( D \) represent all the transactions of the database, while its columns represent the set of all possible items. \( D_{ij} \) is true \((1)\) if the item \( j \) is present in the \( i \)th transaction, and false otherwise. The transaction database \( D \) is searched for rules of the form \( X \rightarrow Y \), where \( X \) and \( Y \) are itemsets of cardinality \( 1 \leq k \leq m \). The rule indicates that when the set of items \( X \) is present, it is also likely to find the set of items \( Y \) in the same transaction. Most algorithms for itemset mining search for rules with high support and confidence. The support of a rule indicates how frequently it appears in \( D \), while its confidence measures the probability of finding \( Y \) when \( X \) is present in a transaction.

In this application, we are interested in rules of the form \( X \rightarrow \text{case} \), where \( X \subseteq E \), \( E=\{e_1, e_2, \ldots, e_m\} \) is the set of all possible exposures and case indicates a subject going to the ER because of an asthma attack. Since \( D \) can only include binary variables, it was necessary to transform the pollutant levels (numerical) into binary variables representing exposure to a particular pollutant. We defined an exposure in relation to monitor readings above the third quartile of the distribution of each pollutant. The threshold values used to bin each pollutant are reported in Table 2. This decision mirrors the approach currently used by the EPA, which uses single pollutant levels to issues air quality warnings. However, we decided not to use the threshold values indicated by the EPA because they were established to account for a range of health effects (particularly mortality rates), and less influenced by the more recent literature on asthma attacks. Note that the third
quartiles are different from those listed in Table 1, because the database used for rule mining is a particular subset of all the available pollution records (as stated in Section 2.1, it was only possible to include records from 27/02/06 on, and pollution levels show a decreasing trend over the years).

With the sole exception of CO, all the third quartiles are sufficiently close to the range of suspected health effects on the human body. CO pollution has decreased dramatically because of the catalytic converter and the reported threshold of 696 ppb is considerably lower than EPA air quality standards. We are not confident in the precision of CO measurements at this level, given that the monitors were designed to give meaningful results around much higher concentrations [48]. Because we could not guarantee the necessary precision of CO, or its plausible pathway to health effects, those measurements have not been included in further analysis.

Using ARM for an epidemiological study is equivalent to evaluating up to $2^m - 1$ contingency tables, where $m$ is the number of exposures under analysis (−1 accounts for the combination where no variable is selected as exposure, which would result in an indefinite OR). This is the first advantage in using ARM for studies of this type: the algorithm produces a complete analysis of all possible associations in the available database. In our study, we examine 6 pollutants with 0 to 4 days of lag (30 total variables, or single exposures), for a total of 1,073,741,823 possible contingency tables. Naturally, it would be impossible to evaluate by hand the odds ratio (OR) associated with every contingency table. It should be noted that $2^30$ is an upper bound to the number of contingency tables that the algorithm needs to evaluate, but it may not be necessary to evaluate some combinations if their support is too low (this is determined during the mining process).

When a rule includes more than one exposure, non-exposed subjects are considered to be those for whom none of the selected pollutants were in the top quartile for the specified day at that nearest monitor. This is an alternative strategy to the one commonly used, where the non-exposed group included every subject who was not exposed to all of the risk factors under analysis. We decided to use this approach because it allows always comparing homogenous groups. Furthermore, it preserves independence between the analysis of multiple and single exposures. Note that this decision only influences the computation of the odds ratio, its confidence interval (CI) and its $p$-value, but not other metrics that are not influenced by the definition of non-exposed population, such as rule support. A schematic representation of how the itemsets are selected from the database and used to compute an odds ratio is visible in Fig. 4.

We set low values for minimum support and confidence (0.5% and 0%): this is necessary because itemsets associated with interesting changes in the odds of having the health outcome under investigation may not appear in the database very frequently. A basic Apriori algorithm working with so low values of minimum support and confidence is likely to output an incredibly high number of rules. To preserve interpretability and only focus on rules with interesting odds ratios, we defined some post-processing pruning criteria:

- A rule is pruned if its 95% CI for the OR crosses the value of 1 (with a tolerance of 0.03), implying that it we cannot be confident that it shows an effect.
- A rule is pruned if it is redundant, that is, one or more of the exposures considered in the rule could be removed without significant changes in the associated odds ratio. To assure significant OR difference, we require no overlapping of the 95% CI of the rule with all of its parents, as proposed by [39]. A representation of how the criterion categorizes redundant rules is visible in Fig. 5.

The database has been mined in the R environment using the Apriori function from the package arules, available on the CRAN website [44,45]. Ad-hoc functions have been designed to compute odds ratio [38], non-redundancy based on [39], and chi-squared statistics [40]. Table 3 presents a summary of the equations associated with each criterion used for mining and post-pruning.

To further improve the quality of the output rules, we took precautions against the chance of overfitting the information carried by the entire database of 14704 entries. To protect us from the possibility of extracting from the database erroneous information produced by factors such as noise and statistical variance, we relied on a training/testing strategy. The database was randomly split into training and testing sets (5000 and 9704 entries, respectively). The training set was used to compute the binning thresholds and to
produce sub-training sets of different sizes. Particularly, we randomly sampled 10 sets for each size considered: 10, 20, 50, 100, 200, 500, 1000, 2000 and 5000 entries. In total, 90 different sets were generated from the original training set of 5000 entries, using a sampling with replacement strategy. Rules were mined in each of the training sets. The output of each set was then tested on the 9704 entries forming the testing set. If all the criteria listed above were respected also in the testing phase, the rule was approved and included in the final results, which will be discussed in the next section. Approved rules output from different training sets appear only once in the final list.

3. Results

After the testing phase, the algorithm reported 27 rules that fit the criteria of minimum support, significant OR interval and non-redundancy. Using the False Discovery Rate (FDR) controlling procedure proposed by Benjamini and Hochberg [46] on the 27 resulting hypothesis, we verified that the total FDR was less than 13%. Table 4 reports the 10 rules found more often across different training sets and those with the highest support. The tag “day” before a pollutant indicates how many days before the ED visit the value was recorded.

The support of the 27 rules varies from 0.54% to 5.82%, which means that every rule was computed from a 2 x 2 table including at least 52 and at most 564 exposed cases. The rule with the highest support is \{day1 O3\} → \{case\}, which is also the only rule including only one pollutant exposure. The one with the lowest support is \{day0 NO, day1 NO, day1 NO2, day0 PM, day1 PM\} → \{case\}. Naturally, rules including more exposures tend to have smaller support. The rule length varies from 1 to 5 risk factors in combination, with an average length of 2.81.

The highest OR (1.54, 95% CI 1.14–2.08) is associated with the rule \{day0 SO2, day0 NO, day0 NO2, day1 PM\} → \{case\}. Some exposures tend to appear across rules more often than others, as visible in Fig. 6.

Finally, we checked for correlation of pollutants within the 27 rules. Some results were expected, because of the correlation between pollutants previously shown in Fig. 3. For example, we found that NO and NO2 appear together in many rules. Other occurrences are more surprising. For example, we found that every rule including day0 NO always includes also day1 PM (100%), and many rules including day0 NO2 also include day0 PM (75%).

4. Discussion

The rules produced by this study indicate that a correlation between pediatric asthma and outdoor air pollution exists, when exposure is defined as proximity to chemical levels above the third quartile of their distribution. The rule \{day1 O3\} → \{case\} supports previous results in the literature [43,30,34], thus reinforcing the hypothesis of dangerousness associated with exposure to high levels of ozone. Ozone levels higher than 54.72 ppb have been associated with increased risk of asthma exacerbation in children. The threshold used to identify high ozone levels is below the threshold currently employed by the EPA (120 ppb for the 1-h average exposure, although their primary metric for compliance is 70 ppb for an 8-h average [47]).

The algorithm did not find a significant correlation between exposure to NO2 alone and odds of asthma exacerbation, which differs from some previous findings [43,30,35,41]. However, NO2 appears to cause an increase in risk when associated with other pollutants. Analogous behavior was found for NO and PM.

For comparison with the proposed ARM method, we fitted a logistic model using the forward stepwise search implemented in R [49]. The first major difference is that no interaction emerges from the analysis done with the logistic regression, because this model cannot find or recommend automatically combinatoric effects between pollutants. The researcher would have to add them to the model if their existence is suspected. The final model included 5 out of the 30 possible exposures (day2 PM, day4 NO, and day0 PM, O3 and SO2). Of these 5, only 3 were associated with a p-value less than 0.05 (day2 PM, day4 NO, and day0 PM). The logistic model parameters and associated odds ratio are reported in Table 5. The model identifies a few mild interactions between some exposures and asthma events. However, the high degree of collinearity between the data could have an adverse effect on the coefficient estimates.

---

Table 3

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Equation</th>
</tr>
</thead>
<tbody>
<tr>
<td>Support (supp)</td>
<td>(P(X \times Y) = \text{supp}(X \times Y))</td>
</tr>
<tr>
<td>Confidence (conf)</td>
<td>(P(Y</td>
</tr>
<tr>
<td>Odds Ratio (OR)</td>
<td>(95% \text{CI}<em>{X \rightarrow Y} \cap 95% \text{CI}</em>{Y \rightarrow X} = \emptyset)</td>
</tr>
<tr>
<td>Redundancy</td>
<td>where (x \in \text{lands} \cap X = \emptyset)</td>
</tr>
</tbody>
</table>

---

Table 4

<table>
<thead>
<tr>
<th>Rule</th>
<th>Exposures</th>
<th>OR</th>
<th>Freq.</th>
<th>Rule</th>
<th>Exposures</th>
<th>OR</th>
<th>Supp</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>day1 O3</td>
<td>1.14 (1.02–1.27)</td>
<td>8</td>
<td>1</td>
<td>day1 O3</td>
<td>1.14 (1.02–1.27)</td>
<td>0.06</td>
</tr>
<tr>
<td>2</td>
<td>day0 O3, day0 PM</td>
<td>1.20 (1.02–1.41)</td>
<td>5</td>
<td>2</td>
<td>day0 O3, day4 O3</td>
<td>1.21 (1.03–1.42)</td>
<td>0.02</td>
</tr>
<tr>
<td>3</td>
<td>day1 NO, day0 NO2, day2 NO2</td>
<td>1.34 (1.05–1.70)</td>
<td>3</td>
<td>3</td>
<td>day0 O3, day0 PM</td>
<td>1.20 (1.02–1.41)</td>
<td>0.02</td>
</tr>
<tr>
<td>4</td>
<td>day0 O3, day4 O3</td>
<td>1.21 (1.03–1.73)</td>
<td>3</td>
<td>4</td>
<td>day0 O3, day1 PM</td>
<td>1.22 (1.03–1.44)</td>
<td>0.02</td>
</tr>
<tr>
<td>5</td>
<td>day0 NO2, day2 O3, day0 PM</td>
<td>1.33 (1.00–1.65)</td>
<td>3</td>
<td>5</td>
<td>day0 SO2, day0 O3</td>
<td>1.23 (1.03–1.46)</td>
<td>0.02</td>
</tr>
<tr>
<td>6</td>
<td>day1 NO2, day2 O3, day0 PM</td>
<td>1.29 (1.03–1.61)</td>
<td>3</td>
<td>6</td>
<td>day3 NO2, day1 PM</td>
<td>1.30 (1.08–1.57)</td>
<td>0.02</td>
</tr>
<tr>
<td>7</td>
<td>day1 SO2, day0 O3</td>
<td>1.23 (1.03–1.46)</td>
<td>2</td>
<td>7</td>
<td>day1 NO, day4 O3</td>
<td>1.25 (1.02–1.54)</td>
<td>0.01</td>
</tr>
<tr>
<td>8</td>
<td>day0 O3, day1 PM</td>
<td>1.22 (1.21–1.28)</td>
<td>2</td>
<td>8</td>
<td>day4 SO2, day0 PM</td>
<td>1.26 (1.02–1.55)</td>
<td>0.01</td>
</tr>
<tr>
<td>9</td>
<td>day1 NO, day4 NO, day1 NO2</td>
<td>1.34 (1.02–1.75)</td>
<td>2</td>
<td>9</td>
<td>day3 NO, day0 NO, day2 NO2</td>
<td>1.28 (1.03–1.59)</td>
<td>0.01</td>
</tr>
<tr>
<td>10</td>
<td>day1 SO2, day3 NO2, day2 O3</td>
<td>1.36 (1.01–1.81)</td>
<td>2</td>
<td>10</td>
<td>day2 O3, day0 PM, day2 PM</td>
<td>1.27 (1.02–1.58)</td>
<td>0.01</td>
</tr>
</tbody>
</table>
Table 5
Coefficients of the logistic regression model fitted on the dataset using the forward stepwise search implemented in R. Odds ratio and 95% confidence interval associated with increments of 10 units are also reported. The symbol (*) marks p-values < 0.05.

<table>
<thead>
<tr>
<th>Exposure</th>
<th>Coefficient</th>
<th>Std. Error</th>
<th>p-value</th>
<th>OR (10 units increment)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Day0 O₃</td>
<td>0.002</td>
<td>0.001</td>
<td>0.066</td>
<td>1.02 (1.00–1.04)</td>
</tr>
<tr>
<td>Day0 PM</td>
<td>0.006</td>
<td>0.002</td>
<td>0.009*</td>
<td>1.06 (1.01–1.11)</td>
</tr>
<tr>
<td>Day2 SO₂</td>
<td>−0.004</td>
<td>0.002</td>
<td>0.084</td>
<td>0.96 (0.92–1.00)</td>
</tr>
<tr>
<td>Day2 PM</td>
<td>0.006</td>
<td>0.074</td>
<td>0.003*</td>
<td>1.07 (1.02–1.11)</td>
</tr>
<tr>
<td>Day4 NO</td>
<td>0.001</td>
<td>0.002</td>
<td>0.000*</td>
<td>1.01 (1.01–1.02)</td>
</tr>
</tbody>
</table>

The post-pruning criteria designed to filter the output of the basic Apriori algorithm are effective in limiting the final number of associations when low values of support and confidence are used. In Fig. 7 it is possible to see how the number of rules found in the training sets is reduced at each step of the algorithm, thanks to the different filters implemented.

The training/testing strategy involving training sets of multiple sizes was necessary to find all the final 27 rules. By using the training set at the fixed size of 5000 entries, only a subset of the final 27 rules would be found. Rules of interest have been found using sets of different sizes, from 5000 to 20 entries. The only sets that did not yield results were the smallest ones, containing only 10 subjects. We believe this strategy to be an acceptable compromise between an inclusive analysis of the possible rules included in the training set and the risk of overfitting.

The rules found by the proposed ARM method point to hidden correlations in the data and can be grounds for further analysis. Like many other tools for data mining, the algorithm is capable of identifying interesting patterns within a multitude of combinations, but the output still requires interpretation by an expert in the domain. The method requires minimal data preprocessing and no human intervention in selecting the combination of exposures to be tested. It is particularly suitable when multiple interactions between risk factors are suspected and need to be investigated. The combinatory rules produced by the ARM method represent possible chemical interactions and it would have been challenging to identify them using interaction terms in a logistic model, particularly when more than 2 exposures are involved. The interactions

Fig. 6. Frequency with which different pollutants at different day lags appear in the final group of 27 rules.

Fig. 7. Average number of rules found at each iteration using training sets of different size. When basic Apriori search is used, thousands of associations are reported. The other lines of the chart represent the effect of adding additional filters (in sequence). When all filters are used, less than 100 rules need to be verified on the testing set.
found using the modified ARM can be further investigated using other methods, but initial identification is much simpler.

5. Conclusions

We proposed an alternative method for analysis of odds ratio based on an Apriori ARM algorithm, two criteria to filter non-statistically significant and redundant rules, and a training-testing strategy to reinforce an inclusive analysis while limiting noise. Using this framework, it is possible to find interesting associations in terms of odds ratio even if their support is low. We demonstrated how the algorithm could be used in the analysis of asthma risk correlated to outdoor air quality. The addition of associations between asthma cases and chemicals in the form of - then rules increases interpretability and makes the output of the proposed method accessible for inspection and validation by experts in the domain. This method could easily be extended to other areas of epidemiology where a high number of exposures are investigated and a non-parametric approach may help limit the assumptions necessary to model the data.

Our results confirm the already suspected dangers of exposure to ozone for asthmatic subjects under the age of 18. Additionally, combinatory rules have been found that suggest that the exposure to combinations of chemicals is even more harmful.

The associations presented in this paper constitute fertile ground for future studies, especially regarding the increased risk caused by simultaneous exposure to multiple pollutants. Our goal is to use these results toward the creation of a better alert system, which should not be limited to single pollutant thresholds. In the future, these rules will be tested for capability of predicting days with highly hazardous levels of pollution, in comparison with traditional statistic approaches such as logistic regression and other methods from the field of machine learning (i.e. decision trees). We also plan on developing a method to determine the optimal thresholds to convert the pollution levels in binary variables indicating exposure. In some scenarios, the user already knows the optimal thresholds to use (i.e. they have been previously established in the literature). In other cases, like the study described here, there is large uncertainty on the levels of exposure harmful for human subjects. Improving the algorithm so it can determine the optimal threshold to use based on the data under analysis would be extremely helpful, especially when threshold values are used in legislation to ensure and protect the quality of outdoor air.

Financial interests declaration

No financial interest.

Acknowledgments

We would like to acknowledge the financial support of the Data Analytics in Student Hands Program at the Honors College of the University of Houston. We would also like to acknowledge the reviewers for their valuable input during the publication process.

References


[50] Kehr HR, Peden DB, Ball B, Folinsbee LJ, Horstman D. Increased specific airway reactivity of persons with mild allergic asthma after 7.6 h of exposure to 0.16 ppm ozone. J Allergy Clin Immunol 1999;104:1198–204.