Artificial Intelligence Programming
COSC 4368

Midterm Exam1
Solution Sketches 

Tuesday, February 26, 2008
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1. Best First Search and A* (8 points)

2. Backtracking (8 points)
3. Playing Games (8 points)
4. Evolutionary Computing (6 points) 
5. Questions (18 points) 
Point Total (out of 48):

Number Grade:

The exam is “open books and notes” and you have 75 minutes to complete the exam. Write all your answers on this document. The exam counts about 15-17% towards the overall grade. 
1) Best first search and A* [8]
Consider the search space below, where S is the start node and G1 and G2 satisfy the goal test.  Arcs are labeled with the cost of traversing them and the estimated cost to a goal (h function) is reported inside nodes.

For each of the following search strategies, indicate which goal state is reached (if any) and list, in order, all the states popped off of the OPEN list.  When all else is equal, nodes should be removed from OPEN in alphabetical order.

Greedy Search (using f=h) [3]

Goal state reached:  ___G2____
States popped off OPEN: _____________S,E,G2___________________________________________

A*  (using f=g+h)[4]


Goal state reached:  ____G2___
States popped off OPEN: ___________S,E,D,G2___(other correct answers)______________________



2) Backtracking [8]
a) Assume you apply a version of backtracking to the 8-puzzle that does not use a depth bound, but which checks for loops in the current path. Assuming there are sufficient resouces; will this version backtacking find a solution, if a solution exists? Give reasons for your answer! [4]
Yes; there is a finite number of states, therefore the algorithm sooner or later backtracks and ultimately find the correct solution
b) Backtracking only memorizes states that are on the currently explored path. What are the advantages of this approach? What are the disadvantages of this approach? Be specific!! [4]
good: low memory requirement (O(logb(n)); 
          fast---checking for already visited states takes time

bad: redundant operator applications; if the algorithm encounters a state that has lead to a deadend again—using a different path—the unsuccessful search 

3) Playing Games [8]

a) What assumption does the minimax search strategy make about the moves that the opposign player selects? [2]

Assumes the oppoent plays optimal.
b) In real world games, such as checkers, it is usually not feasible to generate the entire search space. What approach is typically chosen by game playing programs to cope with this problem?  [3]

finite horizon problem; limit look-ahead and employ a state evaluation function that is capable to assess the quality of states that are not final states. 
c) Assume you use the minmax algorithm for a game instead of alpha-beta algorithm. Will the moves generated by the minmax algorithm differ from those that were selected by the alpha-beta algorithm? Give a reason for your answer! [3]

Yes; alpha-beta is just more efficient by not evaluating moves that have no chance to be selected.
4) Evolutionary Computing [6]

Compare evolutionary computing with other search strategies, such as best first search— what are the unique characteristics of using evolutionary computing to solve challenging search problems? [6]

1. Parallel seach: operates on a population; does not try to enhance a single solution
2. Probablistic; different solution are found in different runs

3. Directly operates on solutions and not on partial solutions

4. Crossover operator---new solutions are generated by recombining pieces of 2 parenc solutions

5. Seach is conducted based on the principle of “the survival of the fittest”

6. 5) General Questions [18]
a) What are the goals and objectives of artificial intelligence? Limit your answer to two sentences! [2]
Many possible  answers
b) Assume you apply breadth first search to a search problem with n states. What is worst case storage complexty of breath-first search? [1]
    O(n)

c) Why are more informed search strategies desirable, when using A*? [2]
They find the  solution more quickly, using less state expansions
d) Assume A* expands a state and obtains a state that already exists on the close-list; what does this mean? How does the algorithm cope with this situation? [3]

Another path  to this state has been found;

Action: if  the new path is not shorter than the  currently best path to this  state do nothing; otherwise, put state back on the openlist. 
e) In a paper Tom Mitchell states that “Machine Learning focuses on the question of get computers to program themselves”. Explain this statement! Give an application of machine learning that centers on providing this capability! [5]
f) What are classifier systems? What problems are they trying to solve? How are they trying to solve these problems? Limit your answer to at most 6 sentences! [5]
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