Artificial Intelligence Programming
COSC 4368

Midterm Exam2
Tuesday, April 8, 2008
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1. Reinforcement Learning (12 points) 
2. Decision Trees (12 points) 
3. Logical Reasoning (20 points) 
4. Questions [16]
Point Total (out of 60):

Number Grade:

The exam is “open books and notes” and you have 75 minutes to complete the exam. Write all your answers on this document.

1) Reinforcement Learning 

a) What are the goals and objectives reinforcement learning? How is it different from classification approaches (e.g. decision trees)? [4]

learn to map actions to utiliies; find policies that are suitable for the ‘long-term’ health of an agent; centers on adaptive and learning in changing environments; feedback is received only for the action taken.
Classificiation: learn model, static environment, for every example the correct answer is know.

b) Give the Bellman Equations for the DEF World  given on the extra page [4]
U(1)=

U(2)=

U(3)=

c) Now assume you apply temporal difference learning to the DEF World relying on the following assumptions: [4]
· The agent starts in state 1 and applies aaaa (applies action a 4 times)

· ( is 1.0 and ( is 0.5

· Utilities of the 3 states are initialized with 0

What are the utilties of states 1, 2, 3 after aaaa has been applied? Do not only give the final result but also how you derived the final result including formulas used! 

2) Decision Trees [12]

a) Assume the following dataset is given that consists of 2 discrete attributes A and B. Compute the information gain for the ‘A=’  and ‘B=‘tests. Giving the formula is sufficient! [4]
	A 
	B 
	Class

	1 
	1 
	C1 

	1 
	1 
	C1 

	2 
	1 
	C1 

	2
	1 
	C1 

	3 
	1 
	C1

	3 
	1 
	C2 

	3
	0 
	C2

	3 
	0 
	C2



A: H(5/8, 3/8)-0.5*H(1/4,3/4)

B: H(5/8,3/8)-6/8*H(5/6,1/6) 

b) Decision tree learning algorithm employ sophisticated pruning techniques. Explain! Why is it not always desirable to use large decision trees with high training accuracy? [4]
…overfitting; too large decision tree have the tendency to be good memorizers of the training examples, but usually not optimal as far as testing accuracies are concerned
c) Do you believe that decision are suitable to learn disjunctive concepts (such as if (A>3 or B>7 or C>2) then class1 else class2)? Give reasons for your answer! [4]
3) Logical Reasoning and Resolution [20]
a) Transform the following sentences into FOPL!

i) There is exactly one student that got a final grade of B in COSC 4368. [4]

ii) Neither red cars nor blue cars are dangerous. [2]

iii) For every natural number there is a number that is greater than that number, [2]

iv)  Politicians lie more than other people. [4]

]xVy (student(x) ^ grade(x,4368,B) ^ (x=y or ~student(y) or ~grade(y, 4368, B))
Vx (car(x) ^ blue(x)) ( ~(dangerous(x)) ^

Vx (car(x) ^ blue(x)) ( ~(dangerous(x))
Vx (number(x)) (  (]y (number(y) and y>x))
Vx (politician(x) ^  ~politician(y))( quantity(lie(x)) > quantify(lie(y)) 

b) What does the empty clause stand for and what role does it play in resolution proofs? [2]

c) Proof the statement below, using resolution. First, transform the statements below into clauses (do not forget to negate the conclusion!) and then try to prove the statement using resolution, if possible!  [6]
(O v P v Q) ( R

O( (P v Q v T) 
O( (U ( (X v Y))
(U v R)( ~Y

|-

O( X
4)  Questions [16]
a) The decision tree induction algorithm are described as a “greedy algorithms” in the literature. Explain! [3]
Looks to get as quickly as possible from the current state to the goal state; already made decisions are never revised, no backtracking…

b) What purpose and role do crossover operators play in evolutionary computing (called genetic algorithms in our textbook) systems? [4] 
crossover produces new solutions by exploring each possible permutation of building blocks that are present in the current population of parents.  
c) How does learning take place in classifier systems? Limit your answer to at most 4 sentences! [4]

d) Describe a real world application that could benefit from using reinforcement learning. Explain how reinforcement learning would be used in the application. Limit your answer to at most six sentences! [5] 
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