Review for Miterm3 Exam on Dec. 4
COSC 3337 
Dec. 2, 2025

0) Differential Privacy 
6. Differential privacy - Wikipedia



1) Association Rule Mining [9]
a) Assume we have the following Transaction Database

T1: {A,B,C,D}
T2: {A,C,D,E}
T3: {C,D,E,F}
T4: {B,C,D,E}
T5: {A,D,E}

What is the support and confidence the following association rule:
IF (C and D) THEN E? [3]

Support = 3/5 [1.5]
Confidence=3/4 [1.5]

[bookmark: _Hlk215493041]S is a k-itemset, if support(S)>

c) How does the APRIOR algorithm create k+1 item set?

It creates candidate k+1 itemsets from k-itemsets and then goes though the transaction database to see if Support(S)> , and prunes those itemsets which do not satisfy the support threshold. 

b) Assume the APRIORI algorithm identified the following five 4-item sets that satisfy a user given support threshold:  abcd, acde, acdf, acdg adfg; what initial candidate 5-itemsets are created by the APRIORI algorithm; which of those survive subset pruning? [4] 

acdef, acdeg, acdfg [3] One error: at most one point!

None survives pruning [1]




2. EM 
a) What cluster models does EM use 

Each cluster is described by:
a. a mean value 
b. a covariance matrix
c. a cluster prior/weight (weights of the k clusters have to add up to one)

Gaussian Mixture Models — PyPR v0.1rc3 documentation (sourceforge.net)


b) How does EM determine if a point i belongs to a cluster j
=hji





c) EM: What does the E step compute? What does the M step compute?

E-step computes the probability given by a matrix of hji given in step b, a kn matrix, where k is the number of cluster  and n is the number of objects in the dataset.. The M step updates the cluster model: Each cluster’s prior, mean-value and covariance matrix. 


EM_GMM.pptx




3. Fuzzy C-Means (FCM)
a. How is FCM different from K-means?

FCM uses soft cluster memberships expressed in weight wij which can be interpreted as probability of object i belonging to cluster j; that is, objects have to belong to exactly one cluster, as it is the case with k-means.  FCM uses weight based computations to determine the centroid.

b. How does FCM update the weights in its iterations 

Let us assume we run FCM for K=2 and the centroids are cluster 1=(1,1) and cluster 2=(2,3)  and hyper parameter p is 2 and we use Manhattan distance; furthermore point i is: (1,4) in this case;  

Wi1= 1/3**2/(1/9+1/4)=0.309 
Wi2=  1/2**2)/(1/9+1/4)=0.692 




     










c) When does Fuzzy C-Means terminate?

When its kn weight matrix does not change between iterations / changes very very little between interactions

where
n number of objects in the dataset
k number of clusters 


4. Neural Networks  
a) Take a look at the sub neural network consisting of nodes A, B, C, and D in the figure below; give a formula that computes the  associated error A for a node A. Assume the used activation function is g and its derivative is denoted by g’, and the activation of a node X is denoted by aX and the linear input of a node X is denoted by zX. First provide a general formula; then, replace general variables in the formula by their actual known values, for those which are known! [4] 
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Formula: A=g’(za)*wAB*B=g’(zA)*0.2*0.4=g’(0.24)*0.5*0.2 
If not correct at most 1 point partial credit 

b) The step width in NN gradient descent search varies, depending on various factors including depending on the derivative of the activation function and the activation of the input node. Explain why each of those two variations is desirable? [4] was already asked in the Midterm2



If the gradient of the activation function is low small steps are used to not overshoot the local minimum which is characterized by a gradient of zero, [2]

If the activation of the input is low the link has very little influence on the activation of the output node; consequently, the weight of the connection is only changed a little or not at all. [2]

c) How does dropout training for neural network work? 



[image: Figure 1: Dropout applied to a Standard Neural Network (Image by Nitish)]Figure 1: Dropout applied to a Standard Neural Network (Image by Nitish)
What is a Dropout?
The term "dropout" refers to dropping out the nodes (input and hidden layer) in a neural network (as seen in Figure 1). All the forward and backwards connections with a dropped node are temporarily removed, thus creating a new network architecture out of the parent network. The nodes are dropped by a dropout probability of p.

Dropout training adjust the weights for a subset of the connections and this subset changes over during the course of the training.

Drop out reduces model complexity as the model complexity is reduced as only a subset of neurons is used in training and therefore overfitting. Moreover it reduces co-adaptation:


When overfitting occurs, the model learns the statistical noise. To be precise, the main motive of training is to decrease the loss function, given all the units (neurons). So in overfitting, a unit may change in a way that fixes up the mistakes of the other units. This leads to complex co-adaptations, which in turn leads to the overfitting problem because this complex co-adaptation fails to generalize on the unseen dataset.
Now, if we use dropout, it prevents these units to fix up the mistake of other units, thus preventing co-adaptation, as in every iteration the presence of a unit is highly unreliable. So by randomly dropping a few units (nodes), it forces the layers to take more or less responsibility for the input by taking a probabilistic approach.
d) What is a kernel (filter) in CNN?

Kernel in Convolutional Neural Networks (CNNs)
123






A kernel (also referred to as a filter) is a small matrix used in Convolutional Neural Networks (CNNs) to extract features from input data, such as images. Kernels play a crucial role in enabling CNNs to detect patterns like edges, textures, and shapes, which are essential for tasks like image classification, object detection, and segmentation.
How Kernels Work in CNNs
Kernels slide across the input data (e.g., an image) and perform element-wise multiplication followed by summation. This operation, known as convolution, generates an output called a feature map or activation map, which highlights the detected features.
1. Structure: Kernels are typically small (e.g., 3x3, 5x5) compared to the input size. Their depth matches the number of input channels (e.g., 3 for RGB images).
2. Learning: Kernel values are not predefined but are learned during training through backpropagation, enabling the network to adapt to specific tasks.
3. Feature Hierarchy: Multiple kernels are used in each layer, allowing the network to capture simple features (e.g., edges) in early layers and more complex patterns (e.g., shapes) in deeper layers.


e) What do pooling layer in CNN do? 

A Pooling Layer in Convolutional Neural Networks (CNNs) is used to reduce the spatial dimensions (width and height) of feature maps while retaining the most important information. This is achieved by sliding a filter over the input feature map and applying a pooling operation, such as taking the maximum or average value within the filter's region.f)

 f) What do relu-layers do in CNN? Not relevant for Exam3! 

ReLU layers in machine learning are responsible for introducing non-linearity into the model, which is crucial for learning complex relationships in data. 


NN25.pptx

5) Design a distance function to assess the similarity of electricity company customers; each customer is characterized by the following attributes:
1. Ssn
1. Oph (“on-time payment history”) which is ordinal attribute with values ‘excellent’, “very good’, ‘good’, ‘medium’, and ‘poor’.
1. Power-used  (which is a real number with mean 2000, standard deviation is 1000, its maximum is 10000  and minimum 100)
1. Country_of_Citizenship is a nominal attribute 

Assume that the attributes Oph and Power-used are of major importance and the attribute Country_of_Citizenship is of a minor importance when assessing the similarity between customers. Using your distance function compute the distance between the following 2 customers: c1=(111111111, ‘excellent’, 2000, ‘Peru’) and c2=(222222222, ‘good’, 2500, ‘France’)!

Let  be the following function: (excellent)=1, (very good)=3/4, (good)=1/2, (medium)=1/4, (poor)=1.

doph(a,b)= |(a)- (b)|
dp-u(a,b)= |(a-b)/1000|
dccit(a,b)= If a=b then 0 else 1
Let o1=(ssn1,oph1,p-u1,ccit1) and o2=(ssn2, oph2,p-u2,ccit2) be two customers: 

d(o1,o2)= (doph (oph1,oph2) + dp-u(p-u1,p-u2) + 0.2*dccit(ccit1, ccit2))/2.2)

Example: d(c1,c2)= (1/2+1/2+0.2)/2.2=1.2/2.2=0.545


6) Jaccard 
What is a good distance function for sets; e.g. to computer the distance between A={2,3} and B={3,4,5,6)?

d(A.B)= 1-J(A,B)=1-∣A∪B∣∣A∩B∣​
J is called Jaccard metric or Jaccard similarity.  

For the example, d(A,B)=1- (1/5)=0.8 




7) K-means 
Assume the following dataset is given: (1,1), (2,2) (4,4), (5,5), (4,6), (6,4) . K-Means is used with k=2 to cluster the dataset. Moreover, Manhattan distance is used as the distance function (formula below) to compute distances between centroids and objects in the dataset. Moreover, K-Means’s initial clusters C1 and C2 as follows:
C1: {(1,1), (3,3), (4,4), (6,6)}     
C2: {(6,4), (4,6)}
Now K-means is run for a single iteration; what are the new clusters you obtain[footnoteRef:1] [4] [1:  If there are any ties, break them whatever way you want! ] 

d((x1,x2),(x1’,x2’))= |x1-x1’| + |x2-x2’|  Manhattan Distance 
centroid C1= (3.5,3.5}
centroid C2= {5,5}

New Clusters 
C1={(1,1), (3,3), (4,4)}
C2={(6,6},(4,6), (6,4)}



8.  CLIQUE 
Assume we apply the CLIQUE algorithm to a numerical dataset with attributes A, B, C, D and E. What is the main difference between CLIQUE and traditional Clustering algorithms such as K-means with respect to the clusters CLIQUE finds? How does CLIQUE take advantage of the APRIORI principle?  How does CLIQUE form clusters? [6]


Find clusters in the subspace rather in the complete space A-B-C-D-E-F [2]
K+1 dimensional grid-cell candidates are computed from K-dimensional grid-cell which are dense (the number of points they contain is above the density threshold. [2]
Clusters in subspaces are formed by a growing algorithm  which starts with a seed grid-cell and adds neighboring grid-cells [2]

Other answers might deserve full or partial credit! 
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