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Abstract—Large language model (LLM) inference is an impor-
tant GPU workload, while batch-scheduled HPC systems often
leave nodes transiently idle because available resources cannot
satisfy queued jobs. Our analysis of a year-long HPC trace finds
that this unused capacity accounts for 9.81% of total node-hours
and changes on timescales of seconds. Exploiting such transient
capacity therefore requires serving decisions to adapt to both
resource availability and request demand. We present OPSERVE,
a malleable LLLM serving system that combines persistent and
transient inference workers, adapts worker roles between the
prefill and decode phases, and uses shared KV state to enable
reuse of completed prefill state after worker reclamation. We
evaluate across three traces representing conversation, mixed,
and agent tool-calling workloads, and three model configurations:
Llama-3.1-8B, Qwen3-8B, and Qwen3-14B. Compared with a fixed
prefill/decode allocation using the same resources, OPSERVE’s
adaptive prefill/decode allocation reduces p95 end-to-end request
latency by up to 15.4x.

I. INTRODUCTION

High-performance computing (HPC) systems typically al-
locate GPU-equipped compute nodes to jobs through a batch
scheduler [1]. As jobs start and complete, the nodes left
available may be too few or otherwise incompatible with the
requirements of queued jobs. GPU resources can therefore
remain temporarily idle even while jobs are waiting to run [2],
[3]. We refer to this fragmented capacity as resource fragments.
Their availability is opportunistic rather than dedicated, with
the amount of capacity changing as jobs start and complete and
as the scheduler assigns available nodes to other workloads.

Large language model (LLM) inference has become an
increasingly important GPU workload with the rapid adoption
of generative Al services [4]-[6]. Modern LLM serving
systems must efficiently handle streams of latency-sensitive
requests while balancing throughput, resource utilization, and
response time [6]-[8]. These characteristics make inference a
promising workload for exploiting resource fragments. Unlike
tightly coupled distributed workloads, inference serves many
largely independent requests, allowing a running service to
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incorporate additional workers as GPU capacity becomes
available. However, additional workers are not equally valuable
under all inference workloads because their effectiveness
depends on how capacity is assigned within the serving system.

An LLM request comprises two phases with distinct exe-
cution characteristics. Prefill processes the input prompt in
parallel and constructs the key—value (KV) cache used during
autoregressive decoding, whereas decode generates output
tokens sequentially while repeatedly reading and extending
this cache. A worker may execute both phases together or
specialize in one phase. In a colocated configuration, prefill and
decode execute on the same worker, preserving KV locality
but causing the two phases to compete for GPU resources.
Alternatively, prefill/decode (P/D) disaggregation places the
two phases on separate worker pools, allowing their capacities
to be provisioned independently but introducing KV transfer
and coordination overheads [6], [8].

While workload variation already requires adapting worker
roles as request characteristics, such as prompt lengths, output
lengths, and arrival rates, change over time, resource fragments
introduce a different challenge because the serving system does
not control the lifetime of the available GPU capacity. Transient
resources may become available only briefly, require worker
startup before they contribute useful capacity, and be reclaimed
while requests are still executing. Effective use of resource
fragments therefore requires adapting the worker pool, worker
roles, and request placement as both workload demand and
resource availability change. Existing systems adapt serving
either to changes in workload demand or to resource availability
[9]-[11], but do not address this joint adaptation problem for
batch-scheduler-managed GPU fragments.

To address this problem, we present OPSERVE, a malleable
LLM serving system for fragmented GPU capacity in batch-
scheduled HPC environments. OPSERVE maintains a persistent
worker pool that provides a stable baseline of inference
capacity and augments it with transient workers launched
on GPU capacity that becomes temporarily available and
may later be reclaimed by the batch scheduler. A long-lived



coordinator tracks resource availability, manages worker startup
and reclamation, and adapts worker roles and request placement
as the usable worker pool and serving demand change. Each
worker can operate in a colocated, prefill-only, or decode-only
role, allowing OPSERVE to dynamically adjust the capacity
assigned to the two inference phases.

To handle worker reclamation during request execution,
OPSERVE uses a shared KV-cache layer that decouples com-
pleted prefill state from the lifetime of the worker that produced
it. When a transient worker is reclaimed, a replacement worker
can retrieve the preserved prompt KV state and continue
decoding without repeating prefill. This avoids redundant
prompt processing and reduces recovery latency for requests
that continue after worker reclamation.

We evaluate OPSERVE using trace-driven simulation across
three request traces released with Mooncake [12] and three
model configurations: Llama-3.1-8B, Qwen3-8B, and Qwen3-
14B. Transient workers improve inference latency relative to
persistent-only serving, while OPSERVE’s adaptive prefill/de-
code allocation further reduces latency compared with a fixed
allocation using the same persistent and transient resources.
Across these experiments, OPSERVE reduces p95 end-to-end
latency by up to 15.4x.

This paper makes the following contributions.

o« We characterize fragmented GPU capacity in batch-
scheduled HPC systems and identify the opportunities
and challenges it presents for online LLM serving. Using
a year-long workload trace from Polaris, a 560-node
GPU supercomputer hosted at the Argonne Leadership
Computing Facility, we identify 455,010 unallocated node-
hours, corresponding to 9.81% of operational capacity.

o We design and implement OPSERVE, an adaptive LLM
serving system that combines a stable pool of persistent
workers with opportunistically acquired transient work-
ers and dynamically configures available workers into
colocated, prefill-only, or decode-only roles according to
workload pressure and observed serving performance.

o We evaluate OPSERVE across multiple LLM workloads
and model configurations. Compared with a fixed pre-
fill/decode allocation using the same persistent and tran-
sient resources, OPSERVE reduces p95 end-to-end latency
by up to 15.4x.

II. BACKGROUND AND MOTIVATION
A. Resource Fragments in HPC Systems

Modern HPC systems use batch schedulers to allocate
compute nodes to queued jobs. Jobs typically request a fixed
number of nodes and a walltime limit and remain queued until
the scheduler can satisfy their requirements. As jobs start and
complete, available nodes may not match the requirements
of queued jobs, leaving resource fragments that cannot be
immediately assigned without delaying higher-priority work.
Backfilling [13] can utilize some of these gaps, but fragmented
capacity may remain available opportunistically.

To quantify the prevalence and dynamics of resource
fragments, we analyze the 2025 workload and machine-status

traces from Polaris at the Argonne Leadership Computing
Facility [14]. Polaris comprises 560 compute nodes, each
equipped with four NVIDIA A100 GPUs [15]. We derive
allocated capacity over time from job start and completion
events and use the machine-status trace to exclude nodes that
are unavailable due to system status. The remaining capacity
that is not assigned to running jobs represents unallocated
capacity exposed by the scheduler.

Across the analyzed period, 455,010 node-hours remained
unallocated, representing 9.81% of Polaris’s available node-
hours and an average of 54.9 unallocated nodes. Figure la
shows that this capacity is substantial throughout the year,
with monthly median values ranging from 14 to 41 nodes.
At the same time, the size of the available pool changes
frequently. Figure 1b measures how long the cluster-wide
count of unallocated nodes remains unchanged. Of these
intervals, 75% last no more than 60 seconds, and 90% no
more than 161 seconds. This captures how often the size of the
unallocated pool changes, rather than how long an individual
node remains available. Prior work has shown that individual
resource fragments can persist for substantially longer [2].

These observations expose an opportunity for opportunistic
GPU computing. Systems such as BFTrainer [2] and Mal-
leTrain [3] exploit this capacity for distributed DNN training
by adapting jobs as resources become available or are reclaimed.
Online LLM inference presents a different set of challenges.
Requests are latency-sensitive, newly available GPUs require
worker startup and model loading, and reclamation can remove
workers while requests are in flight. Moreover, changes in
workload demand alter how available workers should be used
across inference phases. Exploiting fragmented capacity for
LLM serving therefore requires adapting both the serving
capacity and its allocation as resources and workload demand
change.

B. LLM Inference Execution

Modern LLMs generate output tokens autoregressively and
maintain a key—value (KV) cache to reuse intermediate states
from previous tokens [4], [5]. LLM inference consists of two
phases with distinct execution characteristics. During prefill,
the model processes prompt tokens in parallel, constructs the
KV cache, and produces the first output token. During decode,
the model generates output tokens sequentially while reading
and extending this cache. The delay before the first token is
generated is commonly measured as time to first token (TTFT).
Prefill is often compute-intensive, whereas decode typically
has lower compute demand per token and is more sensitive to
memory bandwidth and KV-cache access [6], [8].

These differences make GPU capacity allocation an impor-
tant decision in an LLM serving system. Colocated execution
runs prefill and decode on the same worker, preserving KV
locality but causing the two phases to compete for GPU
resources. Prefill/decode (P/D) disaggregation instead separates
the phases into different worker pools, allowing their capacities
to be provisioned independently but introducing KV-transfer
and coordination overheads [6], [8]. Consequently, newly
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Fig. 1: Scale and temporal variability of unallocated operational capacity on Polaris during 2025.

available GPU capacity may be assigned to complete requests
or specialized for prefill or decode, with the preferred role
depending on workload demand and execution overheads.

C. Dynamic Serving over Fragmented Capacity

LLM serving systems typically adapt scheduling or resource
allocation within a worker pool whose capacity is under their
control [6]-[8]. Fragmented HPC capacity changes this setting
because worker availability is instead governed by the batch
scheduler. The serving system must therefore react to externally
driven changes in its worker budget while deciding how newly
available capacity should be used.

This coupling is particularly important for disaggregated
inference. Changes in prompt length, output length, arrival
rate, and concurrency shift demand between prefill and decode,
so assigning transient workers to a fixed role can leave the
other phase bottlenecked. Reclamation further requires the
system to handle requests and state associated with workers
that leave the serving pool. Effective serving over fragmented
capacity therefore requires jointly adapting the active worker
pool, worker roles, and request placement as both resource
availability and workload demand change.

Prior work addresses individual aspects of this problem,
including workload-adaptive P/D allocation [9], [10], inference
on preemptible resources [11], distributed state recovery, and
opportunistic HPC inference [16], [17]. However, these efforts
do not jointly address workload adaptation and batch-scheduler-
driven changes in available GPU capacity. We next present
OPSERVE, which coordinates these decisions for LLM serving
over fragmented HPC resources.

III. OPSERVE DESIGN

A. System Overview

OPSERVE is an LLM inference system designed to exploit
temporarily available GPU resources in batch-scheduled HPC
environments. Its worker pool combines persistent workers,
which remain available throughout the service lifetime, with

transient workers, which are launched when the batch scheduler
exposes temporarily unallocated GPU resources. Each worker
can operate in colocated, prefill-only, or decode-only mode.
Variations in inference demand and transient resource availabil-
ity require OPSERVE to dynamically reassign workers among
these roles. In particular, OPSERVE adapts the allocation of
prefill and decode capacity as their relative workloads change,
while also responding to workers being added or reclaimed
from the active worker pool.

Figure 2 provides an overview of OPSERVE. A persistent
coordinator remains available throughout the service lifetime
and manages changes in both scheduler-provided resources
and request execution. Within the coordinator, the resource
manager tracks changes in the GPU resources made available
by the batch scheduler and manages the corresponding worker
lifecycle. When a resource fragment becomes available, it
launches an inference worker on the allocated resources and
makes it available for serving once initialization and readiness
checks complete. When the scheduler reclaims a fragment, the
corresponding worker is removed from service.

Given the current worker set, a P/D allocator decides how
workers should be divided between prefill and decode. It
compares recent latency measurements from the two phases
and reallocates workers toward the phase accounting for a
larger share of request latency. A request router then uses
this allocation to select an execution path for each incoming
request, either keeping the request colocated on a single worker
or handing it from a prefill worker to a decode worker. As
workload characteristics and the available worker set change,
workers can move between prefill-only and decode-only roles
during execution, as described in Section III-B.

To support disaggregated execution, OPSERVE uses a shared
KV-cache layer that makes completed prefill KV available
across workers. This allows a decode worker to reuse the KV
cache produced by a different prefill worker and also avoids
repeating completed prefill work when a transient worker is
reclaimed. Section III-C describes the shared K'V-cache design



and its behavior under worker reclamation.

B. Adaptive Prefill/Decode Allocation

The relative demand for prefill and decode varies with the
characteristics of incoming requests, while the number of
available workers changes as transient resources are added
and reclaimed. A fixed prefill/decode split can therefore leave
one phase overloaded while capacity assigned to the other
is underutilized. OPSERVE addresses this by dynamically
adjusting the number of workers assigned to each phase.

Workers in OPSERVE are role-flexible and can execute
prefill, decode, or both phases of a request. For disaggregated
execution, the P/D allocator maintains logical prefill and
decode assignments, with at least one worker assigned to each
phase. These assignments determine which workers receive
prefill-only and decode-only work, but do not restrict the
execution capabilities of a worker. Colocated requests bypass
the prefill-to-decode handoff and execute both phases on a
single selected worker. The request router selects the execution
mode independently for each request. Our implementation uses
a configurable prompt-length threshold, with shorter prompts
executing colocated to avoid KV-cache transfer overhead and
longer prompts using disaggregated execution.

For requests routed to disaggregated execution, the P/D
allocator uses measured prefill and decode latencies to deter-
mine how the available workers should be divided between the
two phases. Prefill latency is measured from request dispatch
until prefill completes and its KV cache is available to the
decode worker, while decode latency is measured from dispatch
to the decode worker until generation completes. To smooth
per-request variation while remaining responsive to workload
changes, OPSERVE maintains time-decayed estimates Zp and
Ly of the prefill and decode times, respectively, with greater
weight given to recent observations. Using these estimates, the
P/D allocator computes the fraction of available workers to
assign to prefill as

Pt = L

L,+ Lq

where the remaining fraction, 1 — p*, is assigned to decode.
Thus, the phase responsible for a larger share of the observed
latency receives a larger share of the available workers. To avoid
frequent role changes caused by small fluctuations, OPSERVE
rounds p* to the nearest 0.1 before converting the resulting
fraction to a whole number of prefill workers. The allocation
is reevaluated every A seconds, with at most m,, Workers
reassigned during each update. If the target differs from the
current split, the allocator moves workers toward it subject to
this limit.

Worker type also influences which workers are selected
for reassignment. OPSERVE preferentially assigns transient
workers to prefill and persistent workers to decode, reflecting
the different cost of reclamation in the two phases. Completed
prefill work is stored in the shared KV cache as part of the
prefill-to-decode handoff and can therefore be reused by another
worker. Preserving decode progress would instead require

Algorithm 1 Latency-guided prefill/decode allocation

Require: Prefill pool W, decode pool Wy
Require: Latency estimates L,, Ly
Require: Maximum role changes per interval my,x
1: N« |Wp| + |Wd|
if N =1 then
Execute prefill and decode on the available worker
return
end if
. if CooldownActive() V MetricsUnavailable() then
return
. end if
. p* e L,/(L, + L)
: p < roundg 1(p*)
: N, « clip (round(pN), 1, N — 1)
D0 Ny — Wy
. if 6 = 0 then
return
: end if
: m 4 min(Mpax, |9])
. if § > 0 then
Ws «+— Wy
r < Prefill
. else

R A A A o

[ T O T N T S v U g SO

Ws < W,

r < Decode

. end if

: Winove < ChooseWorkers(Ws, r, m)
. Reassign(Winove, 7)

NN
A W

continuously propagating newly generated KV data during
generation, adding overhead to the decode path. Reclaiming
a decode worker may therefore discard generation progress
accumulated after prefill, making persistent workers preferable
for decode. If no worker of the preferred type is available,
the allocator selects the eligible worker with the fewest
active requests. Algorithm 1 summarizes the latency-guided
prefill/decode allocation and worker-selection procedure used
for disaggregated execution.

Worker reclamation is handled immediately rather than
waiting for the next periodic allocation step. When a worker
is reclaimed, it is removed from the routing pool and any
interrupted requests are reassigned using the shared KV cache
described in Section III-C. The P/D allocator then recomputes
the worker split using the surviving workers. To avoid reacting
to stale latency measurements collected around the reclamation
event, OPSERVE briefly suppresses further role changes before
periodic allocation resumes.

C. Shared KV Cache

OPSERVE uses a two-level KV-cache hierarchy. Each worker
maintains a GPU-resident KV cache for active inference, while
CPU memory across worker hosts forms a shared distributed
tier. The shared tier allows completed prefill KV to remain
usable even when the worker that produced it is no longer
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respectively.

available. If at least one copy remains on an available host,
another worker can reuse the cached prefill result. If no
copy remains, the prompt must be processed again. Stronger
persistence guarantees would require placing selected KV
caches on persistent nodes or selectively replicating them across
nodes that are unlikely to be reclaimed together. We leave the
design and evaluation of such policies to future work.

D. Implementation Details

We implemented a prototype of OPSERVE using vLLM [18]
as the inference engine, with each worker running an inde-
pendent VLLM instance. LMCache [19] provides KV-cache
sharing across workers, with Mooncake [12] serving as the
distributed cache backend. OPSERVE requires no modifications
to vVLLM and can integrate with other inference engines that
expose equivalent interfaces.

IV. EVALUATION

We use trace-driven simulation to quantify the benefit of
incorporating transient workers and to evaluate how OPSERVE’s
adaptive prefill/decode allocation performs across different
workloads and model configurations.

a) Simulation setup: We use a discrete-event simulator
parameterized by empirical measurements to model worker
startup, prefill and decode execution, transient worker arrivals
and reclamations, and role reassignment. Request demand is
obtained from the Conversation, Synthetic, and Tool&Agent
traces released with Mooncake [12], representing conversation,
mixed, and agent tool-calling workloads, respectively. We
preserve the original arrival times and input and output token
lengths of every request. The Conversation and Tool&Agent
traces contain one hour of request arrivals, while Synthetic

Total
Transient nodes
7/ . Persistent nodes

Active nodes in resource pool

Time (min)

Fig. 3: Active worker capacity over the one-hour resource trace.

contains approximately 17 minutes. Their characteristics are
summarized in Table II.

Each run begins with eight persistent workers divided evenly
between prefill and decode. A one-hour resource trace, shown in
Figure 3, determines when transient workers become available
and when they are reclaimed. Each resource unit in the trace
maps to one inference worker. The P/D allocator reevaluates the
worker split every 15s using measurements from the preceding
120s, moves at most one worker per update, and suppresses
further role changes for 30s after reclamation. The request
router uses a 2048-token threshold to select between colocated
and disaggregated execution.

b) Model profiles: Table I summarizes the model profiles
used to parameterize the simulator. All profiling is performed
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TABLE I: Measured model profiles used to parameterize the
simulator.

Start ) TTFT (ms) TPOT (ms/token)
Model artup (s 2K / 8K /32K 1/4/16 seq.
Llama-3.1-8B 139 82 /346 /3656 13.7/16.6/61.2
Qwen3-8B 215 87/367 /3892 14.3/17.1/63.0
Qwen3-14B 323 139/1080/6063  23.9/34.9/44.0

TABLE II: Characteristics of the evaluated request traces.

Avg. arrival rate  Avg. input
Workload Regs. (req/s) tokens tokens
Conversation 12,031 3.34 12,035 343
Synthetic 3,993 391 15,325 149
Tool&Agent 23,608 6.56 8,596 182

on a single NVIDIA A100-40GB GPU with tensor-parallel
degree one. Prefill is measured using median TTFT for prompt
lengths from 512 to 32,767 tokens, while decode is measured
using median TPOT for 256-token generations at concurrency
levels of 1, 2, 4, 8, and 16. The simulator interpolates across
the full set of measured prompt lengths and concurrency levels.
Startup time is measured from worker launch until the inference
endpoint is ready to serve requests and is incurred whenever a
transient resource becomes available before the corresponding
worker can begin serving.

c) Policies: We compare three policies. Persistent-Only
uses only the eight persistent workers. Static P/D also uses
transient workers but assigns each newly ready worker to the
smaller phase, maintaining an approximately even prefill/de-
code split. Workers retain their assigned role until reclamation.
OPSERVE receives the same persistent and transient workers
but dynamically reassigns them as the relative demand for
prefill and decode changes.

d) Metrics: We report 95th-percentile TTFT and end-to-
end latency to capture tail performance. TTFT includes prefill
queueing and execution through production of the first token,
while end-to-end latency also includes decode queueing and
generation. Request arrivals follow the duration of each request
trace. After the final request arrives, outstanding requests are
drained so that latency statistics cover the full request stream.

e) Results: Table III shows that admitting transient
workers substantially reduces tail latency relative to Persistent-
Only across all evaluated workloads and model configurations.
This demonstrates that fragmented GPU capacity can provide

Avg. output ysefy] serving capacity even after accounting for worker startup

and reclamation. OPSERVE provides an additional benefit when
prefill and decode require different shares of the available
workers. On Synthetic, the fixed Static P/D allocation leaves
one phase underprovisioned, while OPSERVE shifts workers
toward the more heavily loaded phase. For Llama-3.1-8B, this
reduces p95 end-to-end latency from 252 s to 16.9 s.

The same effect appears on Conversation. With Llama-3.1-
8B, OPSERVE increases p95 TTFT only slightly from 11.2 s
to 12.0 s while reducing p95 end-to-end latency from 73.0 s
to 24.3 s. The benefit grows for the more expensive Qwen3-
14B model, where p95 end-to-end latency falls from 971 s
under Static P/D to 202 s with OPSERVE. These results show
that transient capacity provides the first-order performance
gain, while adaptive prefill/decode allocation determines how
effectively that capacity is used.

Figure 4 reports completed-request throughput over a com-
mon evaluation horizon. For each workload and model, the
horizon ends when OPSERVE completes the final request,
and all policies are evaluated over this same interval. This
comparison captures how much of the workload each policy
can complete within the time required by OPSERVE, without
giving slower policies a longer drain period.

The throughput results reinforce the latency trends. On Syn-
thetic with Llama-3.1-8B, throughput increases from 2.83 req/s
with Persistent-Only and 3.20 req/s with Static P/D to 3.88 req/s



TABLE III: Trace-driven p95 latency across workloads and model configurations. Lower is better.

p95 TTFT (s) |

p95 E2E latency (s) |

Workload Model Persistent Static P/D OPSERVE Persistent Static P/D OPSERVE
Conversation Llama-3.1-8B 19.8 11.2 12.0 397 73.0 24.3
Qwen3-8B 534 18.0 20.1 519 77.0 31.1
Qwen3-14B 2269 958 180 2285 971 202
Synthetic Llama-3.1-8B 501 251 9.81 501 252 16.9
Qwen3-8B 593 291 124 593 292 18.9
Qwen3-14B 1524 1123 363 1524 1123 415
Tool&Agent Llama-3.1-8B 187 33.6 37.3 554 86.2 42.1
Qwen3-8B 402 43.1 50.5 704 86.9 54.8
Qwen3-14B 3703 1916 570 3710 1924 637

with OPSERVE. Similar gains appear with Qwen3-8B and
become larger with Qwen3-14B, where OPSERVE improves
throughput by 42% over Static P/D. The largest gains also occur
with Qwen3-14B on the other workloads. OPSERVE improves
throughput by 31% over Static P/D on Conversation and by
40% on Tool&Agent. For the 8B models on Conversation and
Tool&Agent, Static P/D and OPSERVE complete the workload
within nearly the same horizon, so their primary difference
appears in tail latency rather than throughput. Together, these
results show that transient workers increase the serving capacity
available to the workload, while adaptive P/D allocation
becomes increasingly important as phase imbalance and model
cost make a fixed worker split more restrictive.

V. RELATED WORK

LLM execution and P/D disaggregation. vLLM [18] pro-
vides continuous batching and paged KV-memory management.
Sarathi-Serve [20] uses chunked prefill and decode-maximal
batching to reduce interference while retaining colocated
execution. DistServe [6], Splitwise [8], and Mooncake [12]
separate prefill and decode so the phases can be provisioned
and scheduled independently. These systems motivate phase
separation but generally optimize a provisioned serving cluster.

KV-cache systems. Mooncake and LMCache [12], [19]
provide distributed KV storage and transfer across inference
engines. OPSERVE uses LMCache for state handoff and
does not claim a new connector or prefix-cache policy. Ba-
naServe [21] combines a global KV store with dynamic layer-
and attention-level migration to correct workload and cache-
induced imbalance. Our possible cache extension instead asks
which objects require a persistent copy when cache segments
have different reliability and are reclaimed externally.

Malleable HPC workloads. BFTrainer [2] formulates the
use of unfillable node-time gaps for rescalable DNN training,
and MalleTrain [3] provides a practical runtime with online
profiling and dynamic allocation. OPSERVE explores the
corresponding setting for online inference, where service
latency, P/D composition, per-request state, and interrupted
work must be managed continuously.

VI. CONCLUSION

We presented OPSERVE, an adaptive LLM serving system
that exploits temporarily unallocated GPU capacity in batch-
scheduled HPC systems. OPSERVE incorporates transient
workers as they become available and adapts their allocation
between prefill and decode. Our evaluation across three work-
load traces and three model configurations demonstrates that
transient GPU capacity can provide meaningful serving capacity
even after accounting for worker startup and reclamation.
Moreover, simply adding transient workers is not sufficient:
their effectiveness depends strongly on how they are allocated
across the prefill and decode phases. By adapting this allocation
to observed serving pressure, OPSERVE reduces p95 end-to-end
latency by up to 15.4x compared with a static P/D allocation
using the same persistent and transient resources. When serving
capacity is the bottleneck, adaptive allocation also recovers a
larger fraction of the offered throughput. These results suggest
that resource fragments on HPC clusters, traditionally viewed
as unusable scheduling gaps, can instead serve as a practical
source of elastic capacity for online LLM inference.
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Appendix: Artifact Description/Artifact Evaluation

Artifact Description (AD)

I. OVERVIEW OF CONTRIBUTIONS AND ARTIFACTS

A. Paper’s Main Contributions

C1  We characterize fragmented GPU capacity in batch-
scheduled HPC systems using a year-long Polaris
workload trace. The analysis quantifies the amount of
unallocated capacity and how frequently that capacity
changes over time.

We design and implement OPSERVE, an adaptive
LLM serving system that combines persistent and
transient workers and dynamically assigns available
workers to colocated, prefill-only, or decode-only
execution.

We evaluate OPSERVE across multiple workloads and
model configurations using trace-driven simulation.
The evaluation measures the benefits of transient
capacity and adaptive prefill/decode allocation on
tail request latency.

Cy

Cs

B. Computational Artifacts

Ay OPSERVE artifact: https://github.com/sc26-submiss
ion/aionhpc-26-adsubmission

Artifact Contributions  Related Paper Elements

ID

Ay C1-Cs Figures 1, 3, and 4; Tables I-I1I

II. ARTIFACT IDENTIFICATION

A. Computational Artifact Aq
Relation To Contributions

Artifact A; supports all three contributions. The repository
provides the Polaris trace-processing workflow used for the
resource-fragment characterization in C;, together with the
trace-driven simulator used to evaluate OPSERVE in Cy and
Cjs. It also contains the request and resource traces, model
profiles, experiment configurations, and analysis scripts used
to reproduce the reported figures, tables, and latency results.

Expected Results

Executing the artifact should reproduce the main trends
reported in the paper. The Polaris analysis should recover
the scale and variability of unallocated capacity. The trace-
driven experiments should show that transient workers reduce
tail latency relative to Persistent-Only and that OPSERVE
further reduces latency relative to Static P/D through adaptive
prefill/decode allocation. The paper reports reductions in p95
end-to-end latency of up to 15.4x relative to Static P/D.

Exact numerical values may vary slightly across environ-
ments, but the main trends should remain consistent.

Expected Reproduction Time (in Minutes)

The expected reproduction time is divided into the following
components.

o Artifact setup: 30 minutes.
o Trace-driven experiments: 30 minutes.
o Analysis and figure generation: 30 minutes.

Artifact Setup (incl. Inputs)

Hardware: The trace analysis, simulation, and result-
generation workflows can be run on a CPU-based Linux system
and do not require a GPU. The model profiles used by the
simulator were collected on an NVIDIA A100-40GB GPU
with tensor-parallel degree one and are included with the
artifact. A GPU is required only to regenerate these profiling
measurements.

Software: The artifact requires a Linux environment. The
trace analysis, simulation, and result-generation workflows
require

e Python 3.10.14,

e NumPy 2.1.3,

e pandas 2.2.3, and
o Matplotlib 3.10.1.

Regenerating the GPU-based model profiles additionally
requires

e VLLM 0.8.5,

e LMCache 0.4.7,

¢ Mooncake 0.3.3,

e PyTorch 2.6.0, and
« CUDA 12.6.

The complete dependency specification and installation in-
structions are provided in the artifact’s requirements.txt.

Datasets / Inputs: The artifact uses three input sources.

« Polaris traces. The 2025 Polaris workload and machine-
status traces are available from the Argonne Leadership
Computing Facility at https://reports.alcf.anl.gov/data/
polaris.htmI#POLARIS_GPU_NODE. They are used to
derive unallocated operational capacity over time.

« Inference request traces. The Conversation, Synthetic,
and Tool&Agent traces are from the Mooncake FAST’25
release: https://github.com/kvcache-ai/Mooncake/tree/ma
in/FAST25-release/traces. The simulator preserves each
request’s arrival time, input length, and output length.

o Model profiles and resource trace. The model profiles for
Llama-3.1-8B, Qwen3-8B, and Qwen3-14B, together with
the one-hour resource trace, are included in artifact Al
under opserve-simulation-exps/profiles/.

The artifact documentation identifies the source of each
external dataset and provides preprocessing commands for
converting the original data into the simulator inputs.



Installation and Deployment: Clone artifact A; from the
repository listed above. Create and activate the provided
Python environment, then install the dependencies listed
in requirements.txt. The artifact includes the request
traces, resource trace, and model profiles required for the exper-
iments. Detailed installation, execution, and result-generation
commands are provided in README . md.

Artifact Execution

The artifact uses the following workflow.

T1: Prepare inputs. Select the request trace, model profile,
and one-hour resource trace for the experiment. The artifact
provides the model profiles and processed resource inputs used
in the paper.

T>: Reproduce the Polaris characterization. Process
the Polaris workload and machine-status traces to derive
unallocated operational capacity and generate the statistics
and plots reported in the resource-fragment characterization.

T3: Run the trace-driven evaluation. For each workload
and model configuration, run Persistent-Only, Static P/D, and
OPSERVE under the same request and resource events. Each run
begins with eight persistent workers split evenly between prefill
and decode, while transient workers are added and reclaimed
according to the resource trace.

T,: Summarize results. Aggregate the per-request logs to
compute p95 TTFT and p95 end-to-end latency and generate
the corresponding tables and figures.

Experimental Parameters. For OPSERVE, the P/D alloca-
tion is reevaluated every 15 s using measurements from the
preceding 120 s. At most one worker is reassigned per update,
with a 30 s suppression period following reclamation. Requests
below 2048 prompt tokens execute colocated, while longer
requests use disaggregated execution.

T — {TQ,Tg} — Ty

Artifact Analysis (incl. Outputs)

The artifact produces processed Polaris capacity traces,
per-request simulation logs, summary files for latency and
throughput, and the plots and tables reported in the paper.
Reproducing the experiments should recover the paper’s main
findings. Transient workers improve serving performance
relative to Persistent-Only, while OPSERVE further improves
performance over Static P/D by adapting the prefill/decode
allocation to workload pressure.

The README . md documents the output locations and com-
mands for running the analysis and regenerating the reported
results.



