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Abstract—Deep learning training is often limited by data
pipeline throughput, reducing accelerator utilization and in-
creasing training time and cost. The problem is particularly
challenging in multi-tenant environments, where jobs compete for
limited storage and CPU resources. We present BATCHFLOW, a
data pipeline service that improves aggregate training throughput
by dynamically allocating pipeline workers across jobs. BATCH-
FLOW uses online profiling to identify jobs bottlenecked by the
data pipeline and to estimate the throughput gain they would
achieve from additional workers. It then allocates workers to
the jobs expected to benefit most. To further improve efficiency,
BATCHFLOW uses a shared cache to avoid redundant preprocess-
ing across jobs. When cache capacity is limited, BATCHFLOW
does not rely on reuse alone but prioritizes cached data based on
expected throughput improvements. Across multi-job workloads,
BATCHFLOW increases aggregate training throughput by up to
3.8× and cost efficiency by up to 2.1× relative to prior systems.

Index Terms—deep learning, data preprocessing, distributed
computing, cache storage, scheduling algorithms

I. INTRODUCTION

Deep learning (DL) training jobs are increasingly vulnerable
to bottlenecks in their input data pipelines [1], [2]. These
pipelines retrieve data from storage, apply online preprocess-
ing, and deliver mini-batches to expensive accelerators, such
as GPUs and TPUs, which perform the computations required
for model training. When a data pipeline cannot produce
mini-batches quickly enough to keep pace with accelerator
consumption, training stalls while the accelerators wait for
data, increasing both training time and cost.

Data-pipeline bottlenecks can be particularly challenging
in multi-tenant training environments, where concurrent jobs
maintain separate data pipelines while contending for shared
storage, CPU, memory, and network resources. These condi-
tions are common in hyperparameter tuning [3], [4], neural
architecture search [5], [6], and scientific AI applications [7]–
[9], where many experiments use the same dataset to evaluate
alternative models, architectures, hyperparameters, and config-
urations.

While concurrent training accelerates model development,
it also exposes data-pipeline performance to cross-job inter-

ference, making training throughput difficult to predict and
control. Large training datasets are commonly stored in remote
or cloud storage systems [10], [11], where concurrent jobs
accessing shared data in randomized orders often create severe
I/O bottlenecks [10]. The rising computational cost of online
data preprocessing escalates CPU demand, complicating the
optimal allocation of resources across jobs with varying pre-
processing needs [2], [12]. Meanwhile, the rapid advancement
of accelerators [13] demands proportionally faster data supply,
widening the gap between the throughput required to keep
accelerators well utilized and the throughput data pipelines
can reliably sustain [1].

Data-pipeline bottlenecks, however, do not affect all jobs
equally. Differences in model architecture, accelerator allo-
cation, and preprocessing requirements cause jobs to benefit
differently from additional data-pipeline resources. Increasing
the number of data workers to retrieve and preprocess samples
in parallel, or expanding cache capacity, may eliminate stalls
for one job while providing little benefit to another. Effective
data-pipeline management must therefore allocate shared re-
sources according to their expected marginal contribution to
aggregate training throughput, defined as the total number of
mini-batches processed per second across all jobs.

Despite the need for cross-job coordination, existing ap-
proaches largely optimize data pipelines independently. Pop-
ular DL training frameworks, such as PyTorch [14] and
TensorFlow [15], provide built-in data-loading components
that use host-side CPU workers to read, decode, transform,
batch, and prefetch data for each individual job. Their per-
formance is therefore bounded by the CPU, memory, and
I/O resources available on the training host. Disaggregated
systems move data retrieval and preprocessing to remote CPU
workers and stream prepared mini-batches to their respective
training jobs [11], [16]–[18]. However, these systems typi-
cally provision workers on a per-pipeline basis and do not
continually redistribute a finite shared worker pool across
concurrent jobs according to where additional preprocessing
capacity would produce the greatest improvement in aggregate
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training throughput.
A complementary line of work reduces redundant data

loading and preprocessing by sharing prepared mini-batches
across concurrent jobs [2], [11], [17], [19]. However, sharing
becomes challenging when jobs consume mini-batches at
different rates. Existing approaches either limit how far faster
jobs can advance beyond slower ones [2], [19], permit some
samples to be skipped [17], or assume sufficient cache capacity
to retain prepared mini-batches until slower jobs consume
them [11]. Consequently, they do not address which data
should be retained when cache capacity is limited or account
for differences in the throughput benefit of reuse across jobs.

To address these challenges, we present BATCHFLOW, a
disaggregated data-pipeline service that manages data prepa-
ration as a shared cluster resource. BATCHFLOW exposes
a mini-batch-as-a-service abstraction in which training jobs
consume prepared mini-batches while offloading data retrieval
and preprocessing to a shared pool of data workers. Rather
than binding workers to individual jobs or coarse-grained
dataset partitions, BATCHFLOW represents upcoming mini-
batches as independent data-preparation tasks that can be
executed by any available worker. This fine-grained interface
allows worker capacity to be reallocated across jobs as input
demands change.

The core design principle in BATCHFLOW is benefit-aware
coordination. Using lightweight online feedback and global
visibility across jobs, BATCHFLOW coordinates worker allo-
cation, prefetching, and cache management to improve aggre-
gate training throughput. It estimates how quickly each job
consumes mini-batches and how quickly workers can prepare
them, then assigns workers to jobs that are most at risk of
data bottlenecks. BATCHFLOW also coordinates mini-batch
sampling while preserving randomized, once-per-epoch data
access for each job. This gives the service advance visibility
into upcoming requests, allowing it to prefetch mini-batches
and identify reuse opportunities across jobs. Rather than retain-
ing data solely to maximize cache hits, BATCHFLOW favors
mini-batches that are likely to be requested soon, are expensive
to reconstruct, or are needed by jobs with insufficient prepared
data.

We implement a PyTorch-integrated prototype of BATCH-
FLOW and evaluate it on AWS using S3 for dataset storage,
ElastiCache for shared in-memory caching, and EC2 instances
for training jobs and data workers. Across multi-job workloads
spanning image classification and vision–language training,
BATCHFLOW increases aggregate training throughput by up
to 3.8× and cost efficiency by up to 2.1× relative to state-of-
the-art baselines.
Contributions. This paper makes the following contributions:

• We identify multi-job input-pipeline execution as a joint
allocation problem over shared data-preparation workers
and in-memory cache capacity, where the value of each
worker assignment or cache hit depends on its effect on
aggregate training throughput.

• We design BATCHFLOW, a disaggregated input-pipeline
service that coordinates mini-batch preparation across

concurrent jobs and jointly allocates worker and cache
capacity using online estimates of job demand, batch-
preparation time, and expected impact on aggregate
throughput.

• We introduce centralized sampling to expose future mini-
batch demand across jobs, enabling BATCHFLOW to align
reuse opportunities, prefetch batches, and manage cache
contents without forcing jobs to synchronize or violating
epoch and shuffling semantics.

• We implement BATCHFLOW as a PyTorch-compatible
service and evaluate it on AWS across multi-job image-
classification and vision–language workloads, demon-
strating up to 3.8× higher aggregate training throughput
and 2.1× higher cost efficiency than existing baselines.

II. BACKGROUND

DL training proceeds as a sequence of steps, each con-
suming one mini-batch. Before a training step can execute,
the input data pipeline retrieves the required samples, applies
preprocessing operations such as decompression, file-format
parsing, feature extraction, and data augmentation, and assem-
bles the results into a mini-batch. Data preprocessing typically
executes on the host CPUs of DL servers to provide flexibility
to support user-defined transformations [20].

Data-pipeline performance depends on the relationship be-
tween the rate at which a job consumes mini-batches and the
rate at which the input pipeline constructs them. For a fixed
model architecture, mini-batch size, and accelerator allocation,
accelerator-side processing time is often stable across mini-
batches, as each training step performs the same computation
over similarly shaped inputs [10]. In contrast, the rate at which
the input pipeline produces mini-batches depends on storage
contention, preprocessing cost, and the available CPU and
network resources. When this production rate falls below the
job’s consumption rate, prefetched mini-batches are eventually
exhausted and the accelerator stalls waiting for data [2].

Data pipelines must also preserve the sampling semantics
required by each training job, as stochastic training algorithms
are sensitive to the order in which examples are presented [17].
In the standard epoch-based training considered in this paper,
each epoch processes every sample exactly once using a
randomized ordering, with consecutive samples grouped into
mini-batches. Changes to this ordering can affect convergence,
final model parameters, and reproducibility [21]. These seman-
tics constrain which prepared outputs can be shared across jobs
with overlapping datasets and preprocessing pipelines, while
differences in job progress determine how long reusable mini-
batches or intermediate outputs must be retained.

III. DATA PIPELINE CHALLENGES IN MULTI-JOB
TRAINING

A. Performance Tradeoffs in Multi-Job Data Delivery

Multi-job training has become standard practice across
the AI industry and scientific domains, where practitioners
routinely execute concurrent, related jobs to explore hyper-
parameters [4], [22], compare model architectures [23], or
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(a) ImageNet scenario.
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(b) CosmoFlow scenario.

Fig. 1: Impact of data-pipeline stalls on training throughput and the cache capacity required to retain prepared mini-batches
for reuse across jobs. For each scenario, the left axis shows individual and aggregate training throughput, while the right axis
shows the required cache capacity.

perform ablation studies [24]. Discussions with national lab
partners confirm this trend in workloads such as training
variants of weather and climate models over shared ERA5
data [25], [26], evaluating diverse models and training con-
figurations over common scientific-imaging datasets [27], and
developing scientific foundation models from massive, shared
corpora [28]. While these concurrent jobs may differ in
architecture or training configurations, they consistently ac-
cess the same underlying datasets and execute overlapping
data-preprocessing operations [29]. Consequently, an effective
shared data-pipeline system must sustain the aggregate input
demand of these concurrent workloads while minimizing re-
dundant data loading and preprocessing.

This is challenging for several reasons. First, provisioning
enough resources to eliminate input data stalls for every
job can be prohibitively expensive. Meta’s DPP, for exam-
ple, can require dozens of CPU servers to support a single
GPU server [16], while production jobs at Google have used
thousands of parallel data workers [17]. Second, additional
resources benefit only jobs whose data pipelines cause accel-
erators to wait for data. Once a job is no longer data-bound,
extra parallel workers, CPU cores, or cache capacity provide
little additional training throughput. The same resources may
therefore benefit one job more than another. Third, the value
of these resources changes with the mix of co-running jobs.
An allocation that is effective at one point may later become
inefficient if another job would benefit more from those
resources. Finally, resource allocation can affect opportunities
for cross-job reuse. Related jobs that access overlapping data
and perform compatible preprocessing can reuse cached mini-
batches or intermediate outputs, avoiding redundant storage
reads and preprocessing [2]. However, accelerating one job
may cause it to advance farther ahead of its peers, requiring
its outputs to remain cached for longer and increasing the
capacity needed to preserve reuse.

Figure 1 illustrates these effects using two simulated multi-
job scenarios. The first scenario models concurrent Ima-
geNet [30] jobs training ResNet-18 and ResNet-50 on the
same sequence of prepared mini-batches, with a batch size

of 128 and NVIDIA V100 execution times of 0.10 s and
0.33 s per mini-batch. The second scenario models concur-
rent CosmoFlow jobs [31] using coarse- and dense-resolution
representations of the same cosmological data [32], with
shared source-data access and upstream preparation. Based on
measurements for 32 NVIDIA V100 GPUs, their execution
times are 0.053 s and 0.305 s per mini-batch. In both scenarios,
we vary the data stall from 0 s to 1 s per mini-batch and
simulate 50 epochs. We report aggregate throughput across
both jobs and the peak cache capacity needed to preserve all
cross-job mini-batch reuse opportunities.

The results reveal the same tension between throughput and
reuse in both scenarios. Reducing data stalls increases aggre-
gate throughput but allows the faster job to advance farther
ahead, requiring more prepared data to remain cached. In the
ImageNet scenario, eliminating a 1.0 s stall increases through-
put from 1.66 to 13.03 mini-batches per second and peak
cache demand from 6.35TB to 25.60TB. In the CosmoFlow
scenario, throughput increases from 1.72 to 22.00 mini-batches
per second, while peak cache demand grows from 2.65TB
to 11.33TB. The more compute-intensive ResNet-50 and
dense-resolution jobs benefit less from reduced stalls because
accelerator computation constitutes a larger fraction of their
training time. Thus, preserving cross-job reuse can require
substantially more cache capacity without providing equal
throughput gains to every job. A shared cache should therefore
retain a mini-batch only when the expected throughput benefit
of future reuse justifies the cache capacity it consumes.

B. Why Existing Approaches Fall Short

Existing systems largely optimize data pipelines at the
granularity of individual jobs. Framework-native loaders such
as PyTorch’s DataLoader and tf.data provide worker
parallelism, prefetching, and caching within a job [20], [33].
Disaggregated systems extend this model by moving data
preparation to remote workers. The tf.data service horizontally
scales data processing across remote workers [17]. FastFlow
automates when, where, and how much of a pipeline to of-
fload [12], while Cedar optimizes pipeline execution across lo-



cal and distributed resources [34]. Cachew dynamically scales
remote processing and materializes reusable data pipeline
results [11]. However, these systems do not continually re-
allocate a finite worker pool across co-running jobs according
to where additional capacity would yield the greatest im-
provement in aggregate training throughput. Several also rely
on TensorFlow-specific pipeline abstractions [11], [12], [17],
[35], which may limit their applicability to non-TensorFlow
workloads.

A separate line of work reduces redundant data pipeline
operations by sharing prepared mini-batches across jobs. Co-
orDL coordinates preprocessing across hyperparameter-tuning
jobs and retains each prepared mini-batch until all participating
jobs have consumed it [2]. This coordination is best suited
to jobs that progress at similar rates, because faster jobs
may otherwise have to wait for slower ones. TensorSocket
similarly shares a single data loader across co-located training
jobs [19]. It allows consumers to drift apart by only a bounded
number of batches and stalls consumers that advance beyond
this window, effectively keeping their progress synchronized.
Cachew instead materializes reusable intermediate pipeline
results that can be consumed independently across jobs [11].
However, its prototype assumes unbounded cache capacity and
leaves eviction under limited capacity as future work. The
tf.data service also supports ephemeral sharing of preprocessed
data, but simplifies sharing and fault tolerance by allowing
some samples to be skipped rather than guaranteeing that
every sample is processed exactly once by each job [17].
More broadly, all of these systems prioritize reuse without
accounting for the throughput benefit of individual cache hits.

Together, these limitations motivate the central problem
addressed in this paper. We ask how shared data-pipeline
resources should be allocated across concurrent jobs to maxi-
mize aggregate training throughput. We formalize this problem
in Section IV and present our solution in Section V.

IV. PROBLEM FORMULATION

We consider a shared data-pipeline service for a set of
concurrently executing training jobs J . Each job repeatedly
consumes mini-batches to execute training steps on one or
more accelerators. The service manages a shared pool of
W data workers and an in-memory cache with capacity
M . Data workers construct mini-batches by retrieving and
preprocessing samples, while the cache retains prepared mini-
batches that may be reused by future requests across jobs. For
each epoch, the service must preserve each job’s mini-batch
sequence to ensure that every sample is processed exactly once
in a randomized order. Table I summarizes the notation used
in the formulation.

At each scheduling interval, the service decides how to
allocate workers across jobs and which prepared mini-batches
to retain in the shared cache. These decisions affect the
throughput Xj(w, C) achieved by each job j. The ideal
objective is to choose the worker allocation and cache contents

Symbol Meaning

J Set of active training jobs
j A job in J
W Total number of data workers
wj Number of workers serving requests from job j
w Worker allocation across jobs
Xj End-to-end throughput of job j in mini-batches/s
C Set of prepared outputs retained in cache
b A cached prepared output
sb Size of cached output b
M Total cache capacity

TABLE I: Notation used in the problem formulation.

that maximize aggregate training throughput subject to worker-
capacity and cache-capacity constraints:

max
w,C

∑
j∈J

Xj(w, C)

subject to ∑
j∈J

wj ≤W,
∑
b∈C

sb ≤M

This formulation emphasizes that resource-management de-
cisions should be guided by their expected effect on end-
to-end training throughput. The objective is therefore not to
divide workers evenly across jobs or retain mini-batches solely
because they are likely to be reused. Instead, worker and cache
capacity should be directed to where they are expected to
reduce input-data stalls and yield the greatest improvement
in aggregate training throughput.

Achieving this objective precisely at runtime is impractical,
as the consequences of these decisions are unpredictable
and evolve during job execution. Variables such as batch-
preparation times, reuse opportunities, job progress, input
stalls, and resource contention fluctuate continuously. There-
fore, a practical system must estimate these factors dynam-
ically online and continually adapt its worker allocation,
prefetching, and cache-management strategies.

V. BATCHFLOW DESIGN

A. Overview

To realize the objective described in Section IV, we present
BATCHFLOW, a shared data-pipeline service for concurrent
DL training jobs in a multi-tenant cluster.

BATCHFLOW exposes a mini-batch-as-a-service abstraction
in which training jobs consume prepared mini-batches from
the service while offloading data retrieval and preprocessing
to a shared pool of data workers. Jobs access this abstrac-
tion through a lightweight client library that integrates with
standard data-loading interfaces, such as those provided by
PyTorch. Positioned between training jobs, dataset storage,
and data workers, BATCHFLOW uses cluster-wide visibility,
runtime feedback, and a shared cache to coordinate data
preparation and improve aggregate training throughput.

The central design choice in BATCHFLOW is to decouple
mini-batch preparation from individual training jobs. BATCH-
FLOW maintains each job’s position in its assigned mini-
batch sequence and represents upcoming mini-batches as



independent data-preparation tasks. Each task specifies the
samples and pipeline operations required to construct a mini-
batch and can be executed by any available worker. This
allows worker capacity to shift across jobs at mini-batch
granularity without changing the order of data observed by
each job. By maintaining visibility into upcoming requests
across jobs, BATCHFLOW can also identify overlapping work,
attach requests to in-progress tasks, prefetch future mini-
batches, and retain reusable results in a high-performance
shared in-memory cache.

Using this task representation, BATCHFLOW coordinates
three cluster-wide decisions. When worker capacity is limited,
it assigns workers to jobs that are most at risk of stalling for
input data. Once each job has enough upcoming mini-batches
ready or assigned to workers, spare workers prefetch additional
mini-batches. The shared cache retains prepared mini-batches
according to the expected throughput benefit of future reuse
rather than reuse likelihood alone.

B. System Architecture

Figure 2 illustrates the architecture of BATCHFLOW, which
consists of a coordinator, data workers, a shared cache, and a
client library that runs inside each training job. The coordinator
schedules data-preparation tasks and manages cache use. Data
workers construct mini-batches from storage, while the shared
cache stores materialized mini-batches and intermediate data-
pipeline outputs. The client library provides training jobs with
a simple interface for consuming prepared mini-batches.

Dataset Pipelines and Epoch Assignment. BATCHFLOW
runs as a long-lived service over user-defined dataset pipelines.
Each pipeline specifies the input data location, preprocessing
steps, and mini-batch size used to construct mini-batches
for training jobs. For each pipeline, BATCHFLOW generates
randomized mini-batch sequences at epoch granularity. Jobs
with the same pipeline configuration may be assigned to the
same sequence, but each job maintains its own position within
that sequence. This allows jobs to progress independently
while ensuring that each job processes every sample exactly
once per epoch in randomized order.

When a job begins a new epoch, BATCHFLOW considers
existing sequences with the same pipeline configuration that
the job has not previously used. If multiple sequences are
available, BATCHFLOW selects the one expected to create
the greatest opportunity for reuse based on the current and
predicted positions of the jobs already assigned to each se-
quence. Unlike assigning sequences using a fixed seed, this
approach can place jobs closer together in the same mini-batch
ordering, increasing the likelihood that prepared mini-batches
remain available when another job requests them and reducing
the cache capacity required to preserve reuse. If no suitable
sequence exists, BATCHFLOW generates a new one.

Job Execution Workflow. A training job interacts with
BATCHFLOW through the client library. At startup, the client
selects a configured dataset pipeline and registers the job with
the coordinator, which assigns the job to an epoch sequence
as described above. During training, each request for the next

Coordinator
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2 Manage Cache
3 Schedule Batches

User

<submit job>

Storage

Training 

Job1

Client1

…

< allocate batch>

Worker1

5 Create Batch
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…

Workern

<allocate batch>

<insert/ 

evict>

4 Load Next Batch

Training 

Job1
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4 Load Next Batch

5 Create Batch 6 Store Batches 

Fig. 2: Overview of the BATCHFLOW system architecture.
Solid lines represent the data path and dotted lines represent
the control flow.

mini-batch advances the job’s position in that sequence and
identifies the corresponding logical mini-batch.

The coordinator resolves each request using the current
cache and worker state. If the requested mini-batch is already
cached, the client retrieves it directly. If a worker is already
preparing the same mini-batch, the coordinator attaches the
request to the existing task. Otherwise, it creates a new
data-preparation task and assigns it to an available worker.
From the job’s perspective, BATCHFLOW provides the same
ordered stream of mini-batches as a local data pipeline, while
the service determines whether each mini-batch is retrieved
from cache, obtained from an existing task, or prepared from
scratch.

Mini-batch requests also serve as heartbeats. As long as
a job continues issuing requests, BATCHFLOW treats it as
active. If a job stops issuing requests for a configurable interval
or explicitly reports completion, the coordinator releases the
job’s sequence position, outstanding requests, and other per-
job state.

Coordinator. The coordinator serves as the control plane
of BATCHFLOW. It maintains pipeline configurations, per-job
epoch progress, worker state, task queues, cache metadata, and
runtime feedback from active jobs. This information drives the
benefit-aware worker-allocation, prefetching, cache-admission,
and eviction policies described in Sections V-C and V-D.

To keep mini-batch requests lightweight, the coordinator
plans several upcoming assignments for each active job. Each
assignment indicates whether the requested mini-batch should



be retrieved from the cache, obtained from an existing worker
task, or produced by a newly scheduled task. Serving a request
therefore typically requires only returning the next assignment.
The client then retrieves the mini-batch directly from the cache
or data worker, keeping the coordinator off the data path.

Data workers. Data workers execute data-preparation tasks
assigned by the coordinator. Each task identifies a dataset
pipeline, the samples needed for a mini-batch, and how the
result should be handled. Workers read samples from storage,
apply the required preprocessing steps, and materialize pre-
pared mini-batches. After producing a mini-batch, the worker
may stream the mini-batch directly to a waiting client over
gRPC, write it to the shared cache for reuse, or both deliver
and cache it. For gRPC transfers, large mini-batches are split
into chunks and transferred in parallel to improve throughput.

Workers may run on remote CPU nodes or alongside
training processes. Since workers execute outside the training
process, prepared mini-batches are serialized before transfer
and deserialized by the client before tensors are copied to
accelerator memory. Remote workers provide preprocessing
capacity beyond the resources available on training hosts but
add network transfer overhead, while colocated workers reduce
transfer overhead at the cost of competing with training for lo-
cal CPU and memory. BATCHFLOW can optionally compress
mini-batches before transfer or caching. Compression reduces
network traffic and cache space usage, but adds CPU overhead
for compression and decompression.

Shared Mini-Batch Cache. The shared cache stores ma-
terialized mini-batches selected for reuse. Each mini-batch
is stored under a coordinator-assigned key derived from its
pipeline configuration, allowing equivalent requests from dif-
ferent jobs to retrieve the same cached object. The cache acts
only as a storage backend, while the coordinator makes all
admission, retention, and eviction decisions. Our prototype
uses Redis [36], but the design is largely backend-agnostic and
can support other cache implementations that expose standard
GET, PUT, and DELETE operations for cached objects.

Client Library. The BATCHFLOW client library runs inside
each training job and replaces the job’s local data iterator.
For each request, the client contacts the coordinator, which
identifies the next logical mini-batch assigned to the job.
The client then retrieves the mini-batch from the shared
cache or receives it from a data worker before returning
it to the training loop. The client also reports lightweight
runtime feedback, including the accelerator-side processing
time for each mini-batch. BATCHFLOW uses this feedback to
estimate how quickly each job can consume mini-batches and
to guide worker allocation, prefetching, and cache retention.
Section V-E describes how the client integrates with PyTorch’s
data-loading abstractions.

C. Benefit-Aware Worker Allocation

When worker capacity is limited, BATCHFLOW must decide
which active job should receive each newly available worker.
To guide this decision, BATCHFLOW estimates, for each active
job j, two rates that capture the relationship between the job’s

Job Target Lookahead
Depth dj

Prepared/In-Progress
Mini-Batches pj

Target
Coverage pj/dj

A 6 4 0.67
B 3 1 0.33

TABLE II: Example of benefit-aware worker allocation. Al-
though both jobs are two mini-batches short of their target
lookahead depths, Job B has lower target coverage and there-
fore receives the next available worker.

input demand and the worker capacity available to satisfy it.
Both rates are measured in mini-batches per second.

The mini-batch consumption rate, rj , represents the rate at
which job j can process prepared mini-batches when input data
is immediately available. The client estimates rj as the inverse
of the recent average accelerator-side processing time per
mini-batch, excluding time spent waiting for input data. Thus,
a larger value of rj indicates that the job requires mini-batches
more frequently to keep its accelerator busy. The worker
preparation rate, cj , is the rate at which a single data worker
can construct mini-batches for the pipeline configuration used
by job j. The coordinator estimates cj as the inverse of recent
mini-batch construction times and maintains a moving average
to adapt to changes in storage performance, preprocessing
cost, sample size, and worker load. Thus, a larger value of
cj indicates that one worker can prepare mini-batches for job
j more quickly.

Using these estimates, BATCHFLOW computes a target
lookahead depth for each job:

dj = max

(
1,

⌈
rj
cj

⌉)
.

The target lookahead depth dj specifies how many upcom-
ing mini-batches BATCHFLOW aims to keep prepared or in
progress for job j. Since rj is the rate at which the job
consumes mini-batches and cj is the rate at which one worker
prepares them, the ratio rj/cj estimates the number of workers
required to match the job’s consumption rate. As each worker
prepares one mini-batch at a time, BATCHFLOW uses this
quantity as the target number of upcoming mini-batches that
should be prepared or in progress. Taking the ceiling provides
sufficient parallel preparation to reduce input stalls, while the
lower bound of one ensures that every active job has a target
lookahead depth of at least one mini-batch.

Let pj denote the number of mini-batches within job j’s
target lookahead depth that are either prepared or in progress.
The ratio pj/dj therefore represents the fraction of the job’s
target lookahead that is currently covered. Whenever a worker
becomes available, the coordinator computes this target cov-
erage for each active job and prioritizes the job with the
minimum value. Normalizing by dj allows jobs with different
consumption and preparation rates to be compared relative
to their own targets. The worker is then assigned to the
earliest mini-batch within the selected job’s lookahead depth
that is not prepared or in progress. Consequently, the policy
systematically directs resources toward jobs with the highest



relative shortage of prepared data while preserving each job’s
mini-batch order.

Table II shows a simple example. Job A has a target looka-
head depth of six mini-batches, four of which are prepared
or in progress. Job B has a target lookahead depth of three
mini-batches, only one of which is prepared or in progress.
Although both jobs are two mini-batches short of their targets,
pj/dj is smaller for Job B. BATCHFLOW therefore assigns the
next available worker to Job B.

D. Benefit-Aware Prefetching and Cache Management

The worker-allocation policy first uses available workers
to satisfy each job’s target lookahead. Once every active job
has its target number of upcoming mini-batches prepared
or in progress, BATCHFLOW uses any remaining worker
capacity to prefetch batches beyond these immediate needs.
Since prefetched mini-batches may also be reused by other
jobs, BATCHFLOW jointly determines which mini-batches to
prepare and retain in the shared cache using a batch-value
score.

Estimating Batch Value. To identify candidate mini-
batches, the coordinator considers the next 2dj mini-batches
in each active job’s sequence. These mini-batches form the
job’s extended lookahead. The factor of two provides visibility
beyond the immediate target lookahead while bounding the
number of candidate mini-batches considered by the coor-
dinator. Rather than recomputing all scores whenever a job
advances, the coordinator updates them incrementally. Only
mini-batches entering or leaving a job’s extended lookahead,
together with affected cached entries, are re-scored. When the
same mini-batch appears in the extended lookahead of multiple
jobs, the coordinator computes a single score by aggregating
the contributions of all jobs expected to request it. Algorithm 1
summarizes this procedure.

Each candidate mini-batch is scored according to its ex-
pected benefit. A mini-batch receives a higher value when it
is likely to be requested soon or by multiple jobs, takes longer
to prepare, or is needed by jobs with lower target coverage.
BATCHFLOW combines these signals using the batch-value
function

V (b) = ĥ(b) · t̂(b) · (1 + βŝ(b)) .

The term ĥ(b) captures the expected future demand for
mini-batch b. Each job contributes according to the position of
b within its extended lookahead, with mini-batches expected to
be requested sooner receiving larger contributions. Summing
these contributions across jobs gives higher values to mini-
batches that are likely to be requested soon or by multiple jobs.
The term t̂(b) is the moving-average estimate of preparation
time described in Section V-C. Mini-batches that take longer to
prepare receive higher values because preparing them again is
more likely to delay future requests. Finally, ŝ(b) captures the
aggregate current input shortage among the jobs expected to
request b, using the target-coverage measure pj/dj . Jobs with
lower target coverage contribute more strongly to the score.

Algorithm 1 Batch-value scoring

1: for all candidate mini-batches b do
2: ĥ(b)← 0 ▷ future demand
3: ŝ(b)← 0 ▷ current input shortage
4: for all jobs j with b in their extended lookahead do
5: ∆j(b)← zero-based position of b in lookahead
6: demandj(b)← 1/(∆j(b) + 1)
7: urgencyj ← 1−min(1, pj/dj)

8: ĥ(b)← ĥ(b) + demandj(b)
9: ŝ(b)← ŝ(b) + urgencyj

10: end for
11: t̂(b)← moving-average preparation-time estimate
12: V (b)← ĥ(b) · t̂(b) · (1 + βŝ(b))
13: end for

The parameter β allows users to adjust the influence of the
current input-shortage term, ŝ(b), on the batch-value score. We
fix β = 1 in all our experiments to balance reuse efficiency
with responsiveness to transient input shortages. Setting β = 0
neutralizes the input-shortage contribution and is preferable
when minimizing redundant data preparation takes precedence
over prioritizing jobs with transient input shortages.

Prefetching and Cache Retention. BATCHFLOW considers
prefetch candidates in decreasing order of V (b) and assigns
spare workers to the highest-valued mini-batches that have
not already been prepared or assigned to a worker. Before
scheduling a prefetch, the coordinator checks whether the
resulting mini-batch can be retained in the shared cache. If suf-
ficient space is available, the prefetch proceeds immediately.
Otherwise, the coordinator considers cached mini-batches for
eviction in increasing order of V (b) and evicts only entries
with lower values than the incoming mini-batch. The prefetch
proceeds if these evictions free sufficient space; otherwise, the
candidate is not prefetched.

E. DL Framework Integration

Figure 3 illustrates how BATCHFLOW integrates with
PyTorch. A training job first creates a BatchFlow
client and initializes a job session (line 1). Calling
make_torch_dataset (line 2) returns an object that im-
plements PyTorch’s IterableDataset interface. Behind
this interface, the BATCHFLOW adapter requests batches from
the coordinator, fetches and decodes their payloads, and
prefetches them into a local queue. The dataset is then passed
to a PyTorch DataLoader (line 3). Since each dataset
item is already a complete mini-batch, the DataLoader
simply exposes these batches to the training loop through
PyTorch’s standard interface. During training, runtime met-
rics are supplied to the adapter (line 5) and included in
subsequent coordinator requests, allowing BATCHFLOW to
refine its online performance estimates. Since batch scheduling
and cache management remain in the framework-independent
backend, supporting another DL framework mainly requires
implementing an adapter for its data-loading interface.



ID Dataset Models Mini-Batch Size Preprocessing Pipeline

W1 ImageNet-1K [30] ResNet-18, ResNet-50, MobileNetV3, VGG-16 128 Resize → Crop → Horizontal Flip → Color Jitter

W2 Open Images [37] ViT-B/32, ViT-S, LeViT, Mixer-B/32 128 Resize → Crop → Horizontal Flip → Grayscale
→ Gaussian Blur

W3 COCO [38] ALBEF variants (2, 4, 8, and 16-layer vision
encoders)

64 Image: Random Resized Crop → Random Aug-
ment → Normalize
Text: Tokenize → Truncate → Pad

TABLE III: Workloads used throughout the evaluation, including the dataset, model configurations, mini-batch sizes, and
preprocessing pipelines.

1 bf = BatchFlow(service_address=..)
2 ds = bf.make_torch_dataset(dataset_name=..)
3 dl = DataLoader(dataset=ds, num_workers=1)
4 for batch, metrics in dl:
5 train_step(batch)
6 bf.report_metric(metrics)

Fig. 3: Example usage of the BATCHFLOW API in PyTorch.

F. Dynamic Batch Sizes and Transformations

Although BATCHFLOW generates server-side mini-batches
using a common preprocessing pipeline and batch size, in-
dividual jobs may require different batch sizes or additional
transformations. To support this flexibility without sacrificing
reuse, these adaptations are applied in the client library after
mini-batches are retrieved from the service.

When constructing a dataset object (line 2 in Figure 3),
a job specifies any deviations from the shared preprocessing
pipeline. Smaller batch sizes are obtained by splitting server-
generated mini-batches and buffering unused samples for
subsequent requests, whereas larger batch sizes are formed by
combining multiple server-generated mini-batches. Additional
user-defined transformations are then applied locally before the
mini-batches are returned to the application. Any additional
client-side preprocessing overhead is measured and reported
to BATCHFLOW through the client library, allowing the coor-
dinator to account for client-side processing when estimating
each job’s effective mini-batch consumption rate.

G. Fault Tolerance

Coordinator fault tolerance. The coordinator serves as the
control plane of BATCHFLOW and must recover both system
metadata and job progress following a failure. To enable
this, it periodically checkpoints the state required to resume
execution, including dataset registrations, cache metadata, and
each job’s current position within its mini-batch sequence.
The coordinator periodically serializes this metadata to a
checkpoint file on stable storage. Upon restart, it reloads the
most recent checkpoint and resumes normal operation.

To tolerate short coordinator outages, BATCHFLOW does
not require training to stop immediately when the coordinator
becomes unavailable. Instead, the coordinator proactively pro-
vides each client with a configurable fallback list of upcoming

mini-batches together with the metadata required to construct
them locally. If the coordinator becomes unavailable, the client
continues processing batches from this list in order using the
local framework data pipeline. Training therefore continues
to make forward progress during temporary outages, albeit
without coordinated caching or cross-job reuse.

Worker fault tolerance. The stateless design of data work-
ers simplifies failure recovery. Workers retain no task-specific
state across batch-generation requests, allowing failed workers
to be replaced without reconstructing local execution state.
If a worker fails to acknowledge successful completion of
a batch-generation task within a configurable timeout (e.g.,
30 s), the coordinator marks the task as failed and reissues it
to another available worker. Because workers pull tasks only
when they become idle, tasks are never permanently assigned
to a specific worker, allowing failed work to be reassigned
efficiently without head-of-line blocking.

VI. EVALUATION

A. Environment and Setup

System Configuration. We evaluate BATCHFLOW on
Amazon Web Services (AWS). Training jobs execute on
a p3.8xlarge EC2 instance with four NVIDIA V100
GPUs and 32 vCPUs, with one training job assigned to
each GPU. In the colocated configuration, all data workers
execute on the training instance. In the disaggregated config-
uration, data workers execute on both the training instance
and a separate c5.12xlarge EC2 instance with 48 vCPUs.
Unless otherwise stated, experiments use the disaggregated
configuration, with each data worker assigned one vCPU. A
cache.m5.4xlarge ElastiCache Redis node provides the
shared in-memory cache. Raw datasets are stored in Amazon
S3 in the same AWS region as the compute instances.

Workloads and Datasets. Table III summarizes the evalu-
ated workloads. The workloads span CNN-based image clas-
sification on ImageNet, transformer-based image classification
on Open Images, and multimodal vision–language training
on COCO. For the COCO workload, we fine-tune ALBEF
variants with vision encoders containing 2, 4, 8, and 16 layers.
All models are implemented in PyTorch.

Evaluation Metrics. We report two primary performance
metrics. (1) Aggregate training throughput is defined as the
total number of mini-batches processed per second across
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Fig. 4: Comparison across multi-job workloads: (a) aggregate training throughput, (b) cost efficiency, and (c) job-observed
per-batch timing components (I/O, Prep, Train). Higher is better for throughput and cost efficiency.

all concurrently executing training jobs. (2) Cost efficiency
is the number of mini-batches processed per dollar of cloud
infrastructure. We calculate cost efficiency by converting ag-
gregate throughput to mini-batches per hour and dividing by
the combined hourly cost of the training, data-worker, and
shared-cache resources used in each experiment.

Compared Systems. We compare BATCHFLOW against
PyTorch DataLoader [33], CoorDL [2], and TensorSocket [19].
PyTorch DataLoader represents the conventional per-job ap-
proach, with each training job independently loading and
preprocessing its input data. CoorDL and TensorSocket rep-
resent cross-job data-sharing approaches and are described in
Section III-B. The published CoorDL implementation depends
on NVIDIA DALI and is incompatible with current Python and
PyTorch versions. We therefore reimplement its coordinated
mini-batch sharing policy following the published design. For
TensorSocket, we limit the number of buffered mini-batches
to 10 per job based on the available GPU memory. To ensure
a consistent storage environment, we extend all baselines to
retrieve training data from Amazon S3.

B. End-to-End Performance Across Multi-Job Workloads

We first evaluate end-to-end performance on the multi-
job workloads listed in Table III. For each workload, we
report aggregate training throughput, cost efficiency, and the
average job-observed time spent processing each mini-batch.
The time breakdown separates data retrieval (I/O), client-side
preprocessing (Prep), and accelerator execution (Train). I/O
captures the time spent obtaining the next mini-batch, while
Prep includes local deserialization, decompression, and any
additional client-side transformations.

Figure 4 shows that BATCHFLOW achieves the highest ag-
gregate training throughput and cost efficiency across all work-
loads. In W1, BATCHFLOW achieves an aggregate throughput
of 18.03 mini-batches per second, compared with 7.33 for
PyTorch, 6.64 for CoorDL, and 6.49 for TensorSocket. These
results correspond to a 2.5–2.8× throughput improvement over
the evaluated baselines. The performance improvement in W1
is primarily driven by reduced data input stalls. With BATCH-
FLOW, data retrieval and client-side preprocessing account
for 10.3% and 12.0% of the average job-observed mini-batch
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Fig. 5: Ablation study of BATCHFLOW. Starting from a colocated configuration with statically assigned workers, we
incrementally add disaggregation, dynamic worker coordination, and shared caching. Each mechanism improves aggregate
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time, respectively, while accelerator execution accounts for the
remaining 77.7%. BATCHFLOW therefore shifts substantially
more execution time toward useful accelerator computation.
A small residual input data bottleneck remains because Mo-
bileNetV3 has short training steps and consequently requires
a particularly high mini-batch delivery rate.

BATCHFLOW provides similar improvements in W2, achiev-
ing an aggregate throughput of 18.65 mini-batches per second.
This represents a 3.8× improvement over PyTorch, which
achieves 4.97 mini-batches per second, and a 1.6× improve-
ment over TensorSocket, the strongest baseline at 11.35 mini-
batches per second. In W3, BATCHFLOW largely eliminates
job-observed data-pipeline stalls, causing accelerator execu-
tion to account for 95.8% of the average per-mini-batch
time. The ALBEF variants therefore become predominantly
compute-bound, leaving less opportunity for additional data-
pipeline improvements to increase end-to-end throughput.
Nevertheless, BATCHFLOW again achieves the highest ag-
gregate throughput and cost efficiency among the evaluated
systems.

C. Ablation Study: Understanding Component Contributions

To quantify the contribution of each major design compo-
nent, we begin with a colocated configuration and incremen-
tally enable disaggregation, dynamic worker coordination, and
shared caching. We evaluate the following configurations:

1) Colocated-Static — BATCHFLOW uses six data workers
per job on the training instance, for a total of 24
workers. Workers are statically assigned to jobs and
construct mini-batches only for their assigned job. This
configuration does not use remote workers, dynamic
worker allocation, or cross-job caching.

2) + Disaggregation — Data workers are added on a
c5.12xlarge instance while retaining workers on the
training host, increasing the total data-worker capacity
to 48 workers, or 12 workers per job. Workers remain
statically assigned to jobs, and dynamic coordination and
shared caching remain disabled.

3) + Coordination — The same workers are organized into
a shared pool and dynamically allocated across jobs
according to runtime demand. This configuration isolates
the benefit of cross-job worker coordination.

4) + Caching — The shared mini-batch cache is enabled,
allowing jobs to reuse previously materialized mini-
batches. This configuration represents the full BATCH-
FLOW design.

Figure 5 shows that each mechanism contributes to the
overall performance of BATCHFLOW. Disaggregation pro-
vides the first improvement by increasing the available data-
processing capacity. Dynamic worker coordination further im-
proves throughput by allowing worker capacity to shift toward
jobs with greater input needs. Enabling the shared cache
provides the largest additional improvement by eliminating re-
dundant mini-batch construction across jobs. In W1, aggregate
throughput increases from 7.33 mini-batches per second in
the colocated configuration to 18.03 mini-batches per second
in the full system, corresponding to a 2.46× improvement. In
W2, throughput increases from 6.97 to 18.60 mini-batches per
second, a 2.67× improvement. In W3, throughput increases
from 5.03 to 12.76 mini-batches per second, a 2.54× improve-
ment. The smaller relative improvement in W3 reflects the
greater accelerator-side computation required by the ALBEF
workloads, which leaves less opportunity for reductions in
data-pipeline overhead to improve end-to-end throughput.

D. A Best-Case Scenario for Batch Reuse

We next evaluate a homogeneous hyperparameter-tuning
scenario in which four instances of the same model train
concurrently on separate GPUs. This setting favors CoorDL
and TensorSocket because the jobs progress at similar rates
and request the same mini-batches at approximately the same
time. We also report an Ideal upper bound corresponding to
aggregate training throughput with no data-pipeline bottleneck.
Despite this favorable setting, BATCHFLOW achieves the high-
est throughput across all evaluated models, improving over
TensorSocket by 1.1–2.3× and CoorDL by 1.3–3.4×. These
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Fig. 6: Aggregate training throughput for four concurrent
instances of the same training job. Although this homoge-
neous setting is particularly favorable to reuse-based systems,
BATCHFLOW achieves the highest throughput by scaling data
preparation across machines.

gains result from BATCHFLOW’s ability to scale data prepa-
ration across workers on multiple machines while retaining
cross-job reuse. BATCHFLOW remains within 2% of the Ideal
upper bound across all models and matches it for ResNet-50
and ALBEF.

VII. RELATED WORK

Section III-B compares BATCHFLOW with the systems most
closely related to its design. This section places BATCHFLOW
in the broader context of techniques for improving data-
pipeline efficiency in DL training.

One line of prior work improves the execution of individual
input pipelines. Plumber [39] tunes parallelism, prefetching,
and caching, while NVIDIA DALI [40] and FusionFlow [41]
accelerate preprocessing through optimized CPU and GPU
execution. SOPHON [42] selectively offloads preprocessing
operations to reduce data movement, and NoPFS [43] de-
rives future access sequences from the sampling seed to
guide distributed caching and prefetching. The systems above
optimize pipeline execution or data placement, but do not
jointly allocate a shared pool of preprocessing workers among
concurrent jobs according to the estimated impact on aggregate
training throughput.

Other work focuses on caching and cluster resource man-
agement. Quiver [10] provides DL-aware storage caching,
while HyCache [44] selects intermediate outputs to cache
across memory and storage. SiloD [1] co-designs caching
and cluster scheduling, and Synergy [45] allocates CPU and
memory according to job resource sensitivity. Seneca [46] op-
timizes cache partitioning and opportunistically favors cached
data during random sampling across concurrent jobs. In
contrast, BATCHFLOW jointly coordinates worker allocation,
prefetching, and cache retention under a bounded capacity

budget according to their estimated impact on aggregate train-
ing throughput.

VIII. CONCLUSION

We propose BATCHFLOW, a disaggregated data pipeline ser-
vice that elevates data loading to a shared cluster resource for
multi-job DL training. BATCHFLOW jointly manages worker
allocation, prefetching, and reuse according to their expected
impact on aggregate training throughput, allowing the sys-
tem to adapt to changing bottlenecks across concurrent jobs.
Across multi-job workloads, BATCHFLOW increases aggregate
training throughput by up to 3.8× and cost efficiency by up
to 2.1× relative to state-of-the-art baselines. More broadly,
these results show that efficient data delivery in shared training
environments requires system-level coordination rather than
per-job pipeline optimization alone. Evaluating BATCHFLOW
at larger scales and extending it to distributed cache designs
are important directions for future work.
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